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ABSTRACT: 
 
We present a set of highly parallel (fine grain), general pattern classification 
algorithms aimed at mimicking pattern identification, classification and learning 
skills of animals. We cover first an idealized case of supervised learning from an 
infallible expert, followed by the realistic cases of learning from fallible experts as 
well as the case of autonomous (i.e. self-supervised) learning. To ensure wide range 
of applicability in our algorithms we use only the basic concepts of mathematics: set 
theory and theory of metric spaces. This methodology, already tested in computer 
vision domain, allows for creation of expert systems capable of continuous learning 
and forgetting of less useful facts, and to demonstrate curiosity and initiative in 
maintaining their adaptation to an environment evolving sufficiently slowly. 
 
As proof of concept we offer a sketch of automated deep sky observation in search 
for unknown objects together with a detailed solution to the problem of automated 
mineral identification in petrographic thin sections. These illustration problems 
seem intractable using traditional means. 
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1. Adaptation to the environment through learning 
 
Given the existence of a plethora of pattern recognition and classification 
algorithms [1,2,3,4,5], an obvious question emerges: Do we really need any more? 
 
A priori we can think of two regimes of machine learning: supervised and unsupervised (a.k.a. 
autonomous, or self-supervised) learning. In the supervised learning regime the trained system may 
rely on a trainer who may be fallible or infallible. In current research practice we tend to preoccupy 
ourselves with highly idealized, unrealistic case of supervised learning from infallible experts. 
 
This approach to machine learning is problematic on a number of fronts. Surely, first learning must 
have been autonomous. How else could first experts emerge? Once experts came into being, is at 
least one of them infallible? 
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On the other hand, an intelligent system capable of autonomous learning is able to treat any expert 
as part of its environment, and so to embark on a self-supervised way into learning. Should an 
expert trainer prove to be fallible by committing a mistake, the learning system can compare the 
input from the trainer with the input from the rest of its environment, and so detect an error. In this 
way students outgrow their teachers. 
 
Furthermore, biological systems are capable of continuous learning, i.e. improving their 
performance throughout their lifespan. The learning process of those systems is non-linear and 
involves detours and knowledge rollbacks: a learning system frequently must "un-learn" certain 
rules that in retrospect are found to be false. Such "un-learning" situation may call into doubt other 
rules previously learned, thus requiring a cascade of corrections and verifications. The knowledge 
banks of biological systems must allow for such verifications and necessary modifications. 
 
All this stands in stark contrast with our artificial systems, which after their simplified, linear 
training periods are over do not learn any more, but are put into production and expected to perform 
more-or-less flawlessly. It is time to address the deficiencies in our methodology of the machine 
learning research. 
 
One could argue that the above are just biological niceties of the autonomous learning process and 
could be implemented later, once the fundamental principles of the learning processes of biological 
systems are well understood. The authors disagree with that point of view: we maintain that these 
features of the learning process are not "niceties", but are fundamental and intrinsic to the process. 
A good design of any intelligent system must take care of its fundamental functionality, not leaving 
till future ad hoc patches to take care of its essential features. 
 
Consequently, the authors of this paper contend that the most basic of all is the autonomous regime 
of continuous learning and propose herein a bio-inspired methodology for pursuing this research. 
Our approach has already proven crucial in unveiling fundamentals of mammalian and computer 
vision [6,7] and visual learning, and we generalize it here to cover all forms of learning. 
 
As it turns out, most machine algorithms group their computations into three fundamental steps: 
(a) preprocessing, (b) feature extraction, and (c) classification. Our approach is no different. For 
example, anglers keen on distinguishing between various species of salmonids classify their catch 
by size, number and position of fins, number of rays in a particular fin, etc. A similar procedure 
would be followed by a sorting machine in a fish packing plant, performing automated sort by 
species of fish arriving on a conveyor belt. 
 
A number of troubling questions emerge: On what grounds have the designers of the automated fish 
sorting algorithm chosen the above features, and not the fish colour, the colour of their gill covers 
and / or of blood, or presence / absence of heads and / or tails, etc. as discriminating criteria? A 
superficial answer might be: Because the former set of features allows classifying salmonids by 
species, while the latter set does not. 
 
We usually overlook here that the designers of a supervised machine learning process performed the 
preliminary classification of fish features into two groups: these useful in classifying fish by species 
and those that are not, while usurping the role of infallible experts. Human higher-level feature 
classification skills are not built into the fish-sorting machinery, making that machinery unable to 
learn effectively. 
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It is no wonder that such incomplete learning algorithms perform rather well in their intended (and 
very narrow) context, and are utterly useless otherwise. In fact, we cannot identify a priori any one 
to perform better than the others [1, p.454]. 
 
Unlike man-made machines, animals (including humans) have keen classification and learning 
skills – needed for survival. It is highly doubtful that fish or mice use a plethora of algorithms 
described in literature with uncanny a priori knowledge which one to invoke in a given situation. It 
is much more plausible that they use one, general and highly parallel (fine-grain) algorithm to 
classify in real time objects in their environment and so to ensure their survival as a species. No 
algorithm is perfect – the classification errors can and will occur. If an animal survives its own 
error, then it may upgrade its algorithm’s knowledge base (introducing a new reference pattern into 
a known pattern category, or introducing the first reference pattern into a new category) in order to 
avoid unpleasant surprises in the future. The animal can and will learn. 
 
As a case in point consider human visual cortex consisting of billions of neurons connected together 
in highly regular fashion and carrying out vast number of repetitive operations. The number of 
processing elements (neurons) is at least one order of magnitude higher than the number of sensors 
(rods and cones) on our retinas, which exceeds one hundred million. Similar statement can be made 
about auditory, olfactory, etc., cortices. In this paper we reveal part of the mystery how from this 
massively-parallel but highly homogeneous cortical activity an experience as rich as our sensory 
perception of the environment emerges. 
 
In contrast with architectures of biological systems, our current pattern classification machinery 
utilizes many more sensors than processing elements. The authors cannot help but feel that the 
current machine pattern classification algorithms are vastly oversimplified, and that further 
conceptual and technological advances both in parallel hardware and in algorithms are needed. 
 
If is worthy of note that the neural pathway between retinas and human visual cortex is of dual 
nature. One part of the pathway, containing the superior colliculus (SC), is responsible for spatial 
perception, i.e. for our understanding WHERE objects are. The other part, containing the lateral 
geniculate nucleus (LGN) is responsible for object classification, i.e. for determining WHAT are 
the objects we see. People with damaged SC lose spatial perception, but are capable of identifying 
WHAT objects they see. People with damaged LGN cannot classify objects (i.e. lose the WHAT 
function), but retain the WHERE function. Further details can be found at [8, p.112-114]. 
 
We follow these hints and recommend data preprocessing for machine learning in two different 
ways – one needed to determine where objects are, and the other needed for their classification. 
  
In this paper we focus on the WHAT function. To ensure generality, we use only tools at the 
foundation of mathematics: set theory and the theory of metric spaces. Our algorithms are thus 
universally applicable. We present here a sketch of their applicability by suggesting applications to 
astronomy (deep sky observation and search for unknown objects) and by a detailed illustration of 
application to geology (automatic mineral identification in petrographic thin sections). This is a 
non-exhaustive list, of course, but these illustrations offer solutions to problems that seem currently 
intractable. In order to fully appreciate the potential of our algorithms the reader is encouraged to 
consider their impact on automated manufacturing, space exploration, computer assisted medical 
diagnosis, etc., etc. 
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2. A quick note on metric spaces 
 
Intuitively, a metric space is a set of objects, typically called “points”, between which a way of 
measuring the distance has been defined. In everyday life we use Euclidean distance; however, this 
is only one of the many possible ways of measuring distances. 
 
Let S be our space of interest. 
 
Def. 1. Measure of distance: Any real-valued function d : S × S → R can be used as a measure of 
distance, provided that for all x, y, z ∈ S it has the following properties: 
 
(2.1) d(x, x) = 0 
(2.2) if x ≠ y then d(x, y) > 0, i.e. the distance between two distinct points is positive; 
(2.3) d(x, y) = d(y, x) , i.e. the distance does not depend on the direction of measurement; 
(2.4) d(x, z) ≤  d(x, y) + d (y, z) , i.e. the distance cannot be diminished by measuring it via some 

intermediate point. 
 
The last property is frequently called the triangle law, because the length of each side of a triangle 
cannot be greater than the sum of lengths of two other sides. 
 

Example 1: Consider a two-dimensional space R2 and two points a = 〈x1, y1〉 and b = 〈x2, y2〉. 
We may define distance d(a, b) as: 

 
(2.5)  Euclidean distance: d1(a, b) = sqrt ((x1 – x2)2 + (y1 – y2)2) or 
(2.6)  Manhattan distance:  d2(a, b) = | x1 – x2 | + | y1 – y2 |  or 
(2.7)  perhaps simply as d3(a, b) = max { | x1 – x2 |, | y1 – y2 | } 
 

All three functions d1, d2, and d3 meet the necessary requirements (2.1), (2.2), (2.3) and (2.4). 
 
Def. 2. A metric space is the configuration 〈S, d〉, where S is a set of points, and d is some measure 
of distance between them. 
 
In our study we will be frequently interested in measuring distance between subsets of S, rather than 
between points of S. One of the simplest subsets of S is a ball. 
 
Def. 3. A ball of radius r ≥ 0 around the point c ∈ S is the set 
 
(2.8)     { x ∈ S | d(c, x) ≤  r } 
 
which we will denote as B(c, r) without mentioning either S or d when confusion can be avoided. 
The point c is called the center of the ball B. 
 
Note: In older textbooks the term “sphere” is frequently used instead of a “ball”. This usage is 
currently being phased out, as we prefer now the “sphere” to mean the surface of a “ball”. In our 
parlance, the sphere is the set 
(2.9)     { x ∈ S | d(c, x) =  r } 
 
Observe that the “shape” of a ball depends on the way we measure distance, as per Fig.1. 
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It is worth noticing that the 
“volumes” of such balls 
may depend on the metrics 
used. In particular, the 
Manhattan ball (2.6) is 
most specific about its 
center, i.e. it has the 
smallest “volume” (i.e. area 
in R2), and also its metric 
function computes faster 
than metrics (2.5) and 
(2.7). This is important, 
given that our pattern 
recognition algorithms, 
although massively parallel, will be very intensive computationally. 
 
A more detailed analysis of metric spaces can be found at [9]. 
 
 
3. A novel methodology for comparing sets 
 
Intuitively at first: Given any two non-empty sets A, B ⊂ S we need to construct a function D(A, B) to 
measure distance between A and B. That function should retain the properties (2.1), (2.2), (2.3) and 
(2.4). In particular, observe that the properties (2.1) and (2.2) imply that D(A, B) > 0 even if the sets A 
and B touch (i.e. have at least one common element), or perhaps partially intersect, or one of them 
contains another (say, A ⊂ B). In fact, we must have D(A, B) = 0 if and only if A = B. 
 
Let d be our chosen function for measuring distance between points of space S. We will use that 
function to construct our function D. 
 
Def.4. Distance between a point and a set: Let 〈S, d〉 be a metric space and let A ⊂ S be a non-
empty set. A distance between a point x ∈ S and A, denoted δ(x, A) is given by 
 
(3.1)    δ(x, A) = inf { d(x, a) | a ∈ A } 
 
Intuitively, it is the distance between x and a point a ∈ A closest to x. Using δ, we can introduce the 
concept of a hyperball: 
 
Def.5. A hyperball of radius r ≥ 0 around a set A ⊂ S is the set 
 
(3.2)    B(A, r) = { x ∈ S | δ(x, A) ≤  r } 
 
Observe some properties of the hyperball: 
 

• The hyperball reduces to the familiar ball around point a ∈ S, if the set A ⊂ S consists of a 
single point, i.e. when A = {a ∈ S}; 

 
 

Fig.1. The balls in R2 of same radius, with center in the origin of the 
system of coordinates, defined using metrics d1, d2, and d3 as per (2.5), 
(2.6) and (2.7). Similar balls in R3 would be a sphere, an octahedron, and 
a cube, correspondingly. Generalizations of balls in higher-dimensional 
spaces are conceptually straightforward, although not easily drawn. 
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• The hyperball reduces to the center set A ⊂ S when its radius reduces to zero, 
because { x ∈ S | δ(x, A) =  0 } =   A. 

 
The concept of the hyperball is a generalization of the familiar concept of a ball. For the sake of 
brevity in the rest of this paper we will therefore use the single term “ball” in the broader, hyperball 
sense. In the same vein, we will be using the term "sphere" meaning hypersphere. 
 
Let us now define: 
 
Def.6. Pseudo-distance between two sets: Let 〈S, d〉 be a metric space and let A, B ⊂ S be two non-
empty sets. A pseudo-distance from A and B, denoted Δ(A, B) is given by 
 
(3.3)    Δ(A, B) = sup { δ(a, B) | a ∈ A } 
 
That is, pseudo-distance from A and B is the distance from the most distant point of A (from B) to B. 
It is not a distance, but merely pseudo-distance, because it is directional, i.e. the property (2.3) does 
not hold in general, given that Δ(A, B) ≠ Δ(B, A). However, we can quickly remedy this by applying a 
quick technical fix: 
 
Def.7. Distance between two sets: Let 〈S, d〉 be a metric space and let A, B ⊂ S be two non-empty 
sets. A distance between A and B, denoted D(A, B) is given by 
 
(3.4)    D(A, B) = max {Δ(A, B), Δ(B, A)}  
 
We are ready now to demonstrate that our construction D has the desirable properties of a metric. 
 

Theorem 1. Our newly constructed function D has the properties (2.1), (2.2), (2.3) and (2.4), 
and therefore can be used as a measure of distances between subsets of S. 
 
Proof: Let 〈S, d〉 be a metric space and let A, B, C ⊂ S be non-empty sets. We have 
 
1. Property (2.1) a.k.a. reflexivity: Let us compute D(A, A). Let us chose an arbitrary point  

a ∈ A. Using definition 4 (see (3.1)) we obtain δ(a, A) = 0, because the closest target in A from 
a is a itself, as it belongs to A. From that it follows that Δ(A, A) = 0 because the largest of all 
zeros is zero (see (3.3)). This implies further that D(A, A) = 0 because greater of two zeros is 
still a zero (see (3.4)). 
 

2. Property (2.2): Let A ≠ B. Both sets not being empty, we can find an a ∈ A such that 
a ∉ B, or b ∈ B such that b ∉ A, or both (If this were not the case, then the sets A and B would 
be equal). Given that at least one of a and b does not belong to both sets, we must have 
either δ(a, B) > 0 or δ(b, A) > 0 or both. From this we have either Δ(A, B) > 0 or Δ(B, A) > 0 or 
both, and so D(A, B) > 0 as being greater of the previous two. 
 

3. Property (2.3) a.k.a. commutativity follows directly from the definition 7: 
D(A, B) = max {Δ(A, B), Δ(B, A)}, so the order of arguments does not matter when evaluating 
D(A, B). 
 

4. Property (2.4) a.k.a. triangle rule: We need to show that D(A, B) ≤ D(A,C) + D(C, B). 
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A comment on travel from A to B via C: Not any path will do. It is not sufficient to reach C 
from A at some point c1 ∈ C and then continue the trip from another point c2 ∈ C to reach B to 
claim that we have travelled through C. Our itinerary must form a continuous path, i.e. the 
first leg of the trip must end up at some point c ∈ C exactly where the second leg begins. 
 
Let then the points a ∈ A and b ∈ B be arbitrarily chosen departure and destination points 
such that d(a, b) = D(A, B). Depending on the metric chosen the path from a to b of length 
d(a, b) may not be unique. However, each of such paths may or may not pass through our 
intermediate point c ∈ C. If it does, then we do not modify that path, and so its length does 
not change. If it does not, then we need to modify it to pass through C. In that situation the 
length of that path can only increase. Given that D(A, B) is computed using carefully chosen 
paths leading from a ∈ A to b ∈ B (or vice versa), such modifications of these paths can only 
result in leaving them intact or lengthening them, thus proving that D(A, B) ≤ D(A,C) + D(C, B).  

■ 
Note that with the WHERE information regarding the spatial positioning of sets deliberately 
destroyed through preprocessing (i.e. using linear transformations), the function D can be seen as 
measure of dissimilarity between sets. D(A, B) = 0 implies A = B. The function D can therefore be 
used as a pattern classifier. With properly selected small value of ε, the condition D(A, B) ≤ ε implies 
that patterns A and B are sufficiently similar to be compatible for a given purpose. 

For efficiency reasons we are interested in reducing the cost of computing the values D(A, B). 
Observe that for any two patterns A, B ⊂ S, each consisting of N elements, the computation of 
D(A, B) is O(N2). We may reduce the computational cost by removing elements common to A and B. 

Theorem 2. Given two non-empty, pre-processed patterns A and B, if A \ B = ∅ then 
D(A, B) = Δ(B, A). 

Proof: From the definition (3.2) we have Δ(A, B) = sup { δ(a, B) | a ∈ A }, where 
δ(a, B) = inf { d(a, b) | b ∈ B }. But for all a ∈ A we also have a ∈ B (i.e. while we are in A we 
are already in B), so therefore for these a ∈ B we have δ(a, B) =0 thus Δ(A, B) = 0. Given that 
D(A, B) = max {Δ(A, B), Δ(B, A)}, as per (3.3), we have D(A, B) = max {0, Δ(B, A)} = Δ(B, A). ■ 

Let us establish as well: 

Lemma 1: Given two non-empty, pre-processed patterns A and B: if A \ B = Ø  and B \ A = Ø 

then D(A, B) = 0. 

Proof: Observe that A = B iff A \ B = Ø and B \ A = Ø. Therefore we have D(A, B) = 0 from the 
definition of D(A, B) (see (3.3)) or, alternatively, by applying the preceding theorem twice, in 
the direction from A to B, as well as from B to A.  ■ 

We will follow this intuition and keep removing elements whenever we can. The more similar two 
patterns are, the more common elements we will be able to remove. If patterns are vastly dissimilar, 
they will have relatively few common elements. These facts point to the viability of statistical 
strategy in pattern matching. 

In this paper, however, we focus on exact strategy for pattern comparisons. We still strive to reduce 
the computational cost of evaluating values D(A, B). 
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Theorem 3. Consider two non-empty, pre-processed patterns A and B, partially overlapping 
so that A \ B ≠ Ø and B \ A ≠ Ø,  then D(A, B) = max {Δ(A \ B, B), Δ(B \ A, A)}. 

Proof: Consider the expression Δ(A, B). The set A can be subdivided into two subsets A1 = 
A∩B and A2 = A \ B. Using the definition 6 (see (3.3)) we can write Δ(A, B) = Δ(A1∪A2, B) = 
max {Δ(A1, B), Δ(A2, B)}. However, within the proof of theorem 2 we have already calculated 
that Δ(A1, B) = 0, therefore we have Δ(A, B) = max { 0, Δ(A2, B)} = Δ(A2, B) = Δ(A \ B, B). 

The same logic applies in the direction from B to A yielding Δ(B, A) = Δ( B \ A, A), thus 
proving that D(A, B) = max {Δ(A \ B, B), Δ(B \ A, A)}.  ■ 

This significant finding allows for fast computations of D(A, B). We can speed up things even more. 
Let us define: 
 
Def.8. Edge of a set: The edge of a set A is a particular subset of A, namely 
 
(3.5)    edge(A) = { a ∈ A | ∄ r > 0 : B(a, r) ⊂ A } 

 

Or, in plain English: A point a ∈ A belongs to the edge of A if it is not possible to construct a ball 
centered at a of any positive radius, however small, so that the entire ball would be a subset of A. 
 
Using this concept we can further reduce our computational costs by proving the following 
theorem: 

Theorem 4. Consider two non-empty, pre-processed patterns A and B, partially overlapping 
so that A \ B ≠ Ø and B \ A ≠ Ø,  then D(A, B) = max {Δ(A \ B, edge(B)), Δ(B \ A, edge(A))}. 

Proof: Consider the expression Δ(A \ B, B). It is the value of the pseudo-distance between 
two mutually exclusive sets A \ B and B, measured in the direction from A \ B to B. Consider 
then two points a ∈ A \ B and b ∈ B maximizing the value of expression (3.2). That is, d(a, b) 
= Δ(A \ B, B). Could the point b lie in the interior of B, i.e. could b ∈ B \ edge(B)? We will 
show that it is not possible. 
 
Suppose that it were so that b ∈ B \ edge(B). Then it would be possible to construct a ball 
centered at b, of some positive radius r, so that B(b, r) ⊂ B. Now, within that ball we could 
find a point that would be closer to a than b. In that situation the two points a and b could not 
maximize the value of the expression (3.2), contradicting our tentative assumption. 
 
From this it follows that b cannot be the interior point of B, therefore b ∈ edge(B). But in this 
is the case Δ(A, B) = Δ(A, edge(B)) holds, thus proving that 
D(A, B) = max {Δ(A \ B, edge(B)), Δ(B \ A, edge(A))}. ■ 

 
Our findings are aimed at vastly reducing the computational costs of our algorithms. Further savings 
in computational time will be realized by employing massive parallelism. 
 
Observe that the arguments within the expression max {Δ(A \ B, edge(B)), Δ(B \ A, edge(A))} constitute 
mutually exclusive sets. Given that all these sets are finite, it is possible to inscribe each of them in 



V. Wojcik + B. Salami: Oct 2010 The Hyperball Algorithms: Evolution and Machine Perception  v.35B  - Page 9 of 33 

a certain ball. In the interest of further reducing the computational cost, it is worth checking whether 
in particular situation the assumptions of the following theorem hold: 
 

Theorem 5: If a ball of positive radius B(c, r) containing edge(B) exists, such that 
B(c, r) ∩ (A \ B) = ∅ and B(c, r) ⊇ edge(B) where c ∈ S is some point that may, but need not to 
belong to edge(B), then the computation Δ(A \ B, edge(B)) may be simplified further, viz: 
 
                                   Δ(A \ B, edge(B)) = Δ(edge(A \ B), edge(B)). 

Proof: We will follow the reasoning similar to the one in proof of theorem 4. 

Consider the expression Δ(A \ B, edge(B)). It is the value of the pseudo-distance between two 
mutually exclusive sets A \ B and edge(B), measured in the direction from A \ B to edge(B). 
Consider then two points a ∈ A \ B and b ∈ edge(B) maximizing the value of expression (3.2). 
That is, d(a, b) = Δ(A \ B, edge(B)). Could the point a lie in the interior of A \ B? That is, could 
a ∈ (A \ B) \ edge(A \ B)? We will show that it is not possible. 
 
We already know that a ∉ edge( B) because a ∈ (A \ B)  and the sets A \ B and edge(B) are 
mutually exclusive. Suppose that it were so that a ∈ (A \ B) \ edge(A \ B). Then it would be 
possible to construct a ball centered at a, of some positive radius ra, so that B(a, ra) ⊆ A \ B. 
Now, within that ball we could find a point that would be further from b than a. In that 
situation the two points a and b could not maximize the value of the expression (3.2), 
contradicting our tentative assumption. 
 
From this it follows that a cannot lie in the interior of A \ B, therefore a ∈ edge(A \ B). But in 
this is the case we have Δ(A \ B, edge(B)) = Δ(edge(A \ B), edge(B)). ■ 

 
This all is excellent news, because in favourable conditions the calculation of D(A, B) may further 
reduce to 
  D(A, B) = max {Δ( edge(A \ B), edge(B)), Δ( edge(B \ A), edge(A))} 
 
In fact, the above theorem can be strengthened: It is not necessary to insist that B(c, r) ∩ (A \ B) = ∅; it 
would suffice that a ∉ B to be able to construct a small ball B(a, ra) ⊆ A \ B. Now B(c, r) ∩ B(a, ra) = ∅, 
thus making it impossible for a to be the furthest point from b. The reader is invited to check this. 
 
All savings in computational cost lead to significant reductions in size of a parallel computer (i.e. a 
sensory cortex of an animal or a robot) needed to perform such calculations in real time. 
 

*   *   * 
 
In our massively parallel algorithms we will also find useful the notion of discernibility: 
 
Def.9. Mutual discernibility: We say that two patterns A1 and A2 are mutually discernible when 
perceived from distances r1 and r2 correspondingly, when 
 
(3.6)    D(A1, A2) > r1 + r2 
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Observe that a given pattern A can never be discerned from itself, no matter the distance. All this 
leads us immediately to the following theorem: 
 

Theorem 6: Given two patterns A1 and A2 mutually discernible from distances r1 and r2 

correspondingly, then the balls B1(A1, r1) and B2(A2, r2) are sets of vantage points on A1 and 
A2 correspondingly, from which these patterns are also mutually discernible. 
 
Proof: Consider an arbitrary vantage point va ∈ B1(A1, r1) on pattern A1. Its distance from 
pattern A1 is ra = δ( va, A1) ≤ r1. Again, consider another arbitrary vantage point vb ∈ B1(A2, r2) 
on pattern A2. Its distance from pattern A2 is rb = δ( vb, A2) ≤ r2. The values ra and rb do not 
exceed values r1 and r2 correspondingly, therefore we can substitute them into inequality 
(3.5) obtaining: 
   D(A1, A2) > ra + rb 
 
thus proving that the patterns A1 and A2 are mutually discernible when perceived from 
arbitrary vantage points va ∈ B1(A1, r1) and vb ∈ B1(A2, r2) correspondingly.   ■ 

 
The discernibility so defined can be intuitively seen as a generalization of mutual exclusivity of 
patterns for purposes of pattern classification. If the sets A1 and A2 consisted of one point each then 
the balls formed around them would be mutually exclusive. However, these are sets of points, 
preprocessed by aligning them for the purposes of pattern comparison, hence they are no longer 
mutually exclusive; consequently the balls containing them cannot be mutually exclusive either. 
The "shapes" of these sets remain intact, however, and can be found to be discernible or not, on the 
basis of their intrinsic properties. The notion of discernibility between sets is therefore different than 
the notion of their dissimilarity, as it does not depend on the value of ε arbitrarily (i.e. subjectively) 
chosen, perhaps with a particular application in mind. 
 

Example 2: The Ruger SR-556 assault rifle has been designed for use with NATO 
5.56 mm caliber ammunition. It can also be used with Remington .223 ammunition, both 
ammos being sufficiently similar. However, similar does not mean identical; the differences 
between these two types of ammo can be discerned upon sufficiently close perusal. 
 

We will also find useful to define: 
 
Def.10. Mutual borderline discernibility: Two patterns A1 and A2 are mutually borderline 
discernible when perceived from distances r1 and r2 correspondingly, when 
 
(3.7)    D(A1, A2) = r1 + r2 

 

Observe that a given pattern A is borderline discernible from itself, but only if perceived directly, 
i.e. from zero distance. From any other distance it is not borderline discerned from itself. We will 
use the notion of borderline discernibility in our algorithms.  
 
The distinction between concepts of discernibility and dissimilarity becomes clear when both 
patterns A1 and A2  are perceived from certain distances. Their respective balls B1(A1, r1) and 
B2(A2, r2) can be thought as collection of "viewpoints" on their patterns. If the two patterns A1 and A2 

are really different, then their differences are discernible only when the patterns are "viewed" 
sufficiently closely, i.e. the sum of r1 + r2 does not exceed some critical value. 
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That critical value defines the limits of discernibility of these patterns. Any increase of that value 
would make the two patterns indiscernible, i.e. would make their "shape" differences imperceptible. 
 
In our algorithms we model the information of patterns belonging to different categories in terms of 
balls of mutually discernible vantage points, or to maximize the generality of our knowledge base, 
in terms of balls of borderline discernible vantage points. 
 
At the core of this mathematical apparatus lies one simple and intuitive fact: We must inspect 
patterns sufficiently closely to be able to perceive their differences. A perception from too remote 
vantage points will make their differences indiscernible. Astronomers are well aware of this fact. 
 
We are ready now to explain where we are going with this reasoning: The patterns in our 
environment constitute points in some region of relevant pattern space. Traditional classifier 
training techniques provide a number of sample training patterns, and then are use some kind of 
interpolation to classify patterns from that region. 
 
We propose a different training approach: We aim at tiling up the relevant region of pattern space 
with balls that are as large as possible and centered at representative patterns. Training patterns 
belonging to different categories should be kept mutually discernible. A classifier so trained would 
not rely solely on educated guesswork (i.e. interpolation) but would rather try first to find a ball 
enveloping a given test pattern; it would then return as result the category of the pattern at the center 
of that ball. If such a ball were found, then there would be no need for further search or educated 
guesswork, because our training patterns are mutually discernible across categories. If a relevant 
ball were not found, then the classifier would resort to guesswork, i.e. interpolation. However, the 
learning system using this classifier would know that it is facing the unknown, and its knowledge 
base is in urgent need of updating. An appropriate update would result from observation whether 
the educated guess was correct or not. This is what curiosity is all about. A system capable of such 
proactive updating of its knowledge base has increased chances of survival. In that sense ours is a 
novel and qualitatively different approach in the methodology of machine learning research. 
 
Obviously, this approach requires extensive training of a classifier first, in order to tile the region of 
the pattern space of interest with training balls. Premature use of such a classifier is unlikely to yield 
good results. 
 
On the other hand, with the relevant region of pattern space properly tiled, our classifier will not 
rely merely on educated guesswork, but will report on the categories associated with training balls 
selected according to the test pattern. The reliability of our classifier is expected to increase as the 
training of the classifier intensifies. 
 
Ours is a bio-inspired approach. In this regime a classifier can be learning continuously, as it can 
learn "on the job" to keep tiling the pattern space and thus to keep improving its reliability. This is 
in stark contrast with traditional classifiers: as the complexity of the pattern space increases, the 
reliability of traditional classifiers decreases, because their interpolations become trickier. 
 
This bio-inspired methodology is based on real life observations: Everybody knows that young 
animals would not survive without their parents (i.e. fallible experts). These experts protect their 
offspring while the curious kids update their knowledge bases until they reach sufficient quality of 
their classifiers to allow them to survive on their own. 



V. Wojcik + B. Salami: Oct 2010 The Hyperball Algorithms: Evolution and Machine Perception  v.35B  - Page 12 of 33 

4. Coding notation and fundamental pseudocodes 
 
It is impossible to represent continuous sets or spaces on any digital computer, therefore we must 
limit ourselves to sets consisting of a finite number of points. This limitation allows us, however, to 
inspect such sets in finite number of steps (and so in finite time), thus ensuring computability. 
Massive parallelism will further accelerate computations. 
 
A digital computer can represent exactly only integers, as long as they lay in a finite range. 
Representation of other values (real, complex, etc.) is only approximate. Therefore, in the domain of 
digital computers our pseudocodes might deal exclusively with integers without loss of 
computability. We will adhere to the existing conventions and use the “real” types as well, keeping 
these limitations in mind. 
 
4.1. Pseudocode notation 
 
We use standard notation, enhanced only in order to express parallelism and mutual exclusion to 
protect write access to shared variables.  The notation 
 

parbegin 
 statement1; 
 statement2; 
 statement3; 
parend; 
statement4; 

 
implies that statements 1, 2 and 3 are to be executed in parallel, and the execution of statement 4 
may begin only after all the three preceding statements in the parbegin block have terminated. 
Each of these three statements may be simple or a composite (i.e. a block). A composite statement 
is made of several statements (optionally preceded by declarations) and enclosed within begin and 
end. 
 
For example, let us write the pseudocode of the parallel function computing Euclidean distance 
between points in a 3D space. In this space each point P = 〈x, y, z〉 is an ordered triple, where x, y, z 
are the coordinates of P. In the pseudocode the notation P.x means the x –coordinate of point P. 
 

function d1(P1, P2 : Point) return real 
is 
 disx2, disy2, disz2 : real; 
begin 
 parbegin 
  disx2 := square(P1.x – P2.x); 
  disy2 := square(P1.y – P2.y); 
  disz2 := square(P1.z – P2.z); 
 parend; 
 return sqrt(disx2 + disy2 + disz2); 
end d1; 

 
Several statements executing in parallel may attempt to modify some shared variables. 
To ensure integrity of such data we will enforce mutual exclusion of write access by using 
semaphores.  A semaphore can assume only non-negative values and can be initialized to any such 
value. Only two operations on a semaphore are possible: 
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 signal(s); -- increments the value of semaphore s by 1 
 wait(s);  -- decrements the value of semaphore s by 1 as soon as 
    -- it is possible to do so without yielding s negative 
 
More info on handling concurrency issues, such as access to shared variables, use of mutual 
exclusion and semaphores can be found in [10,11]. 
 
Using a mutual exclusion semaphore we may provide pseudocode for the metric (2.7), but between 
points in a 3D space: 
 

function d3(P1, P2 : Point) return real 
is 
 distance :   real := 0; 
 mutex : semaphore := 1; -- semaphore initialized to 1 
begin 
 parbegin 
  begin disx : real := abs(P1.x – P2.x); 
   wait(mutex); 
   if distance < disx then distance := disx; end if; 
   signal(mutex); 
  end; 
  begin disy : real := abs(P1.y – P2.y); 
   wait(mutex); 
   if distance < disy then distance := disy; end if; 
   signal(mutex); 
  end; 
  begin disz : real:= abs(P1.z – P2.z); 
   wait(mutex); 
   if distance < disz then distance := disz; end if; 
   signal(mutex); 
  end; 
 parend; 
 return distance; 
end d3; 

 
In this solution some sections of the code execute in parallel, but updating of the shared variable 
distance is protected by mutual exclusion. The three updates can be performed in arbitrary order. 
The scope of variables disx, disy, disz and of the semaphore mutex is the block within which 
they are declared, and its inner blocks. 
 
In our pseudocodes we will also use the parfor statement. The notation 
 

parfor i in 1..10 do 
 worker(i); 
parend; 
statement; 

 
represents simultaneous launching of ten instances of the procedure worker, each instance with its 
own argument. It resembles the familiar for loop, but here the “iterations” are executed in parallel. 
As before, the execution of statement at end of this pseudocode may begin only after all ten 
worker processes in the parfor block have terminated. 
 



V. Wojcik + B. Salami: Oct 2010 The Hyperball Algorithms: Evolution and Machine Perception  v.35B  - Page 14 of 33 

Finally, the familiar return statement is used to immediately terminate the execution of the 
procedure or function containing it, while returning the execution control to the calling 
environment. Additionally it terminates all parallel execution threads that were created as a result of 
calling the procedure or function. If used within a function, return statement also returns the 
computed value. 
 
Observe that our pseudocodes are perfectly suitable for execution on a uniprocessor machine. The 
parfor block reduces then to the usual for loop, while the statements within a parbegin block 
can be executed in any order. 
 
 
5. Pseudocodes for computing distances between sets 
 
The digital implementation of the set A being the argument of the function δ(x, A) defined in (3.1) is 
a finite set of n points 
  
(5.1)   A = { a1, a2, … an } 
 
Using an arbitrary function d for computing distances between points, we can write the following 
pseudocode for computing δ(x, A) = inf { d(x, a) | a ∈ A } defined in (3.1): 
 
(5.2) function δ(x : Point; A : Set) return real 
  is 
  distance : real      := ∞; -- initialized to infinity 
  mutex    : semaphore := 1; 
  begin 
  parfor i in 1 .. card(A) do -- card(A) is the number of elements in A 
   dis : real := d(x, a(i)); 
   wait(mutex); 
   if dis < distance then distance := dis; end if; 
   signal(mutex); 
  parend; 
  return distance; 
  end δ; 
 
We are now ready to define the pseudocode for Δ(A, B) = sup { δ(a, B) | a ∈ A } given in (3.3) as a 
pseudo-distance between two sets A = { a1, a2, … an } and B = { b1, b2, … bm }:     
 
(5.3) function Δ(A, B : Set) return real 
  is 
  distance : real      := 0; 
  mutex    : semaphore := 1; 
  begin 
  parfor i in 1 .. card(A) do -- card(A) is the number of elements in A 
   dis : real := δ(a(i), B); 
   wait(mutex); 
   if dis > distance then distance := dis; end if; 
   signal(mutex); 
  parend; 
  return distance; 
  end Δ; 
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Finally the distance D(A, B) between two sets defined in (3.4) as D(A, B) = max {Δ(A, B), Δ(B, A)} can 
be implemented simply as: 
 
(5.4) function D(A, B : Set) return real 
  is 
  disAB, disBA : real; 
  begin 
   parbegin 
   disAB := Δ(A, B); 
   disBA := Δ(B, A); 
  parend; 
  return max(disAB, disBA); 
  end D; 
 
Following this logic, an arbitrary function d used to measure distance between points of a metric 
space has the properties (2.1), (2.2), (2.3) and (2.4) and induces another function D that can be used 
to measure distances between non-empty subsets of that space. That new function D also meets the 
requirements (2.1), (2.2), (2.3) and (2.4). 
 
Furthermore, if the function d can be implemented on a digital computer, then the function D can 
also be implemented on that machine, as per pseudocodes (5.2), (5.3) and (5.4). 
 
In our further analysis we therefore will only need to show how to implement the function d on a 
digital computer to assume the existence of the function D. 
 
We are ready now to present our theory. 
 
 
6. The novel methodology for pattern recognition and object classification 
 
Traditionally, machine learning algorithms fall into two groups: supervised and unsupervised (a.k.a. 
autonomous, i.e. self-supervised) learning algorithms. The main distinction here is that in the first 
group the intelligent (but not yet knowledgeable) systems can learn from an expert, while in the 
second group intelligent systems can learn only from their own mistakes, and only if they survive. 
 
The theory of evolution of biological systems tells us that luck plays a considerable role in the 
survival of a system. However, the probability of system survival for a given short period of time 
increases with the knowledge of its environment. In their initial stages of life complex biological 
systems cannot survive without having an expert trainer (a.k.a. parent) and assume autonomous life 
only after having acquired enough knowledge to significantly reduce the probability of committing 
a fatal error. More about this follows in the section (6.3) about autonomous learning. 
 
Our learning algorithms can be used in supervised and autonomous learning modes. The training 
regime of an intelligent system (an animal or a robot) dictates whether that system consults an 
expert when facing an error or a “don’t know” situation, or resorts to experimentation and 
observation (i.e. science) using all its senses in order to learn and survive. 
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A single sense – like vision – being one of our senses – is usually not sufficient for learning. The 
biological systems have a number of senses, used in a complementary, self-supervising fashion. 
Humans discovered the use of specialized equipment to enhance their senses. 
 

Example 3: Most of us know that mohair sweaters are soft and cuddly. When seeing mohair 
we tend to anticipate the softness, while forgetting that softness is a tactile experience. 
Should we encounter a particular a mohair fabric that would be harsh to touch, we would be 
surprised and treat this event as an opportunity for learning more about mohair. We use our 
senses in a voting fashion: errors that could otherwise be fatal may become now 
opportunities to learn. 
 

Incidentally, we have just described the essence of a surprise: it is a survivable error. 
 
Example 4: When young we learned about fruits. We encountered cherries and plums. A 
question arose: Do these fruits belong to the same category? They all grow on trees, attached 
via stems, have stones inside, are more-or-less round, are green when not ripe, acquire 
reddish or yellowish hues when ripe. Large cherries are roughly of the same relative size as 
small plums, etc. It is impossible to decide purely visually whether they should be grouped 
together or not. It is the senses of touch, taste, different consequences emerging from eating 
too many of each, that made us decide that it is worthwhile to keep in our knowledge base 
two distinct categories of “cherries” and “plums”. 
 
A bit later, perhaps, we encountered another fruit, which we call now “olives”. Another 
question arose: Were those variants of “cherries”, or perhaps “plums”, or still something 
else? It is through non-visual means that we decided on creating a new category of “olives” 
in our knowledge base. 

 
Our algorithms use a knowledge bank K being a set of categories K = { C1, C2, … Ck }. All categories 
C1, C2, … Ck represent classes of objects (viz. “plums”, “cherries”, “olives”, etc.) They are non-
empty – each category contains balls centered on patterns representative of objects belonging to it. 
The categories are numbered with an index spanning the values 1, 2, … k. 
 
We offer several pseudocodes for supervised and autonomous machine learning. Pattern 
classification is their common component. 
 
6.1. Pattern classification 
 
In current machine learning research practice the classifier function has the following specification: 
 
  function Classifier (P : Pattern; K : KnowBank) return CatIndex; 
 
It inspects in a massively parallel way all categories in the knowledge bank looking for balls which 
might contain a given pattern P. Should such a ball be found, the index of the category to which the 
ball belongs is returned; otherwise 0 (for “unknown”) is returned. The naïve pseudocode is: 
 
  function Classifier (P : Pattern; K : KnowBank) return CatIndex 
  is 
  begin 
   parfor k in 1 .. card(K) do         -– inspecting all categories: 
    parfor i in 1 .. card(K.C(k)) do -– inspecting all balls in C(k): 
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     if D(P, K.C(k).B(i).P) < K.C(k).B(i).r then  –- category found: 
      return k; 
     end if; 
    parend; 
   parend; 
   return 0; -- pattern unknown 
  end Classifier; 
 
This pseudocode describes the most basic classifier idea. This particular classifier does not attempt 
any educated guesses, but merely reports on solid facts known, yielding the index of a category to 
which a given pattern belongs, or zero for "unknown". More sophisticated classifiers are possible, 
of course. Well-trained humans already know that educated guesswork greatly enhances chances of 
success, but this is a topic for another paper. In this paper we focus on efficient acquisition of 
knowledge. 
 
In fact, this naïve pseudocode contains a fundamental flaw. We have to re-examine the entire idea 
of a classifier. We already know that to recognize a pattern means to discern it from other patterns 
already known. This discernibility depends on the properties of all patterns we know about, not only 
on the pattern of interest. Consequently, a single ball of an optimal (even "god-given") radius will 
not do. In the knowledge bank each training pattern should be at center of a number of balls. A 
particular ball of the series is to be used when comparing the pattern in question against test patterns 
of a given category. In the knowledge database all test patterns belonging to a given category should 
therefore be at least borderline discernible from test patterns of other categories.  
 
This again illustrates the concept of discernibility: when comparing cherries to plums we need to 
inspect them much closer, than when comparing cherries to cars. 
 
All this, however, leads to a complication: if a training pattern in the knowledge database is 
embedded within a series of concentric balls, then a test pattern may fall inside some, but not all, of 
these balls. In that case the classifier will not return a single outcome, but a list of probable 
outcomes, i.e. a list of category indices. Hopefully that list is short – so some categories are 
eliminated. If that list were sorted by ascending radius of balls that were found to contain the test 
pattern, then we would have some measure of confidence in the conclusions returned by a classifier 
(1st answer is most likely, 2nd answer is a bit less likely, etc.) 
 
A number of examples will perhaps help to illustrate these concepts. 
 

Example 5: When Anton van Leeuvenhoek, the inventor of a microscope, put a drop of 
drinking water under his device for the first time, he saw a number of unfamiliar patterns. 
He was confused, as if immersed in another universe. In fact, he was! He saw no familiar 
patterns to use as references to discern the unfamiliar patterns. We know now that he saw 
single cell organisms for the first time. 
 
Example 6: Think of the mental effort of a newborn child seeing so many unfamiliar 
patterns for the first time. It takes time and a huge computational effort to learn to see! 
 
Example 7: When Galileo invited the high-ranking clergy to look through his telescope, 
they refused. Why? The answer is simple: When you are on hierarchical top of a society 
inhabiting a particular environment niche, it is not advisable to introduce major changes to 
that niche: You may not remain on top any more … 
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Example 8: A given mushroom of type M is known to be poisonous. The biologists also 
know that it exists in two forms M1 and M2, which can be discerned on close inspection by a 
specialist. To a typical human the ability to recognize the mushroom of type M has more 
survival value than the ability to identify any of its particular forms. 

 
The animals (humans included) use a number of knowledge banks associated with their senses, each 
used in contextual environments of interest (every day, professional, etc.) to reconcile sensory 
classifier outcomes in order to identify a single, most likely outcome to be acted upon. When the 
ambiguity cannot be resolved, we take another "look" at the object generating confusing sensory 
patterns. We continue doing this until the confusion abates. We should and now can program 
autonomous robot systems to embark on similar observations when confused. 
 
The refined classifier function has therefore the following specification: 
 
  function Classifier (P : Pattern; K : KnowBank) return IdxList; 
 
It similarly searches in a massively parallel way all categories in the knowledge bank for balls 
which might contain a given pattern P. Should a number of such balls be found, a short, sorted list 
of indices of the probable categories is returned with some categories hopefully eliminated, or an 
empty list (meaning “pattern unknown”) is returned. The basic pseudocode now becomes: 
 
(6.1) function Classifier (P : Pattern; K : KnowBank) return IdxList 
  is 
   result : IdxList := empty; 
   mutex : semaphore := 1; 
  begin 
   parfor k in 1 .. card(K) do         -– inspecting all categories: 
    parfor i in 1 .. card(K.C(k)) do -– inspecting all balls in C(k): 
     if D(P, K.C(k).B(i).P) < K.C(k).B(i).r(k) then 
      wait(mutex); 
      insert k into result keeping result sorted asc by ball radius; 
      signal(mutex); 
     end if; 
    parend; 
   parend; 
   return result; -- pattern unknown if result is empty 
  end Classifier; 
 
To fully appreciate the execution speed due to the inherent parallelism of the above pseudocode 
recall that the function call D(P, K.C(k).B(i).P) used to compare patterns is massively parallel. 
 
6.2. Supervised learning from an infallible expert 
 
In this unrealistically idealized situation we assume that the learning system can consult a training 
expert who never makes mistakes (a “god” of some sort). Presumably infallible experts come in two 
varieties: Type I experts have complete knowledge of the environment, while type II experts have 
only partial knowledge. Experts of both types commit no mistakes, but type II experts may 
sometimes answer: "I do not know" when asked about a category to which a given pattern belongs. 
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Whenever a learning system is unable to classify a given pattern P, it consults its expert who may 
instruct the system that the pattern in question belongs to a particular category. In case the expert 
opines "I do not know" the trainee system does nothing. 
 
What else could the learning system ask its "god"? Perhaps to define a series of strategically chosen 
concentric balls Bk(P, rk), k = 1 .. card(K) of optimally chosen radii and centered on that pattern. 
 
In the interest of brevity of this paper the authors prefer to assume that the learning system, 
although not (yet!) knowledgeable, is intelligent, i.e. is capable of maintaining the organization and 
integrity of its knowledge bank. The system is able to figure out the ball radii so that each pattern in 
its knowledge bank is discernible from patterns belonging to other categories; the patterns of the 
same category need not be mutually discernible. 
 
A special case arises when the pattern P belongs to a new, previously unknown, category. In that 
case a new ball is to be added to each set of the concentric balls around all known patterns in the 
knowledge bank, to ensure discernibility between the new pattern P and all previously known 
patterns, which belong to other categories. 
 
The procedure used for machine learning has therefore the following specification: 
 
  procedure Learn (P   : in Pattern; 
                       idx : in CatIndex; K : in out KnowBank); 
 
The procedure accepts a given pattern P as belonging to a category number given in idx, and 
updates the proper category of the knowledge bank K with suitable balls. The pseudocode is: 
 
(6.2) procedure Learn (P   : in Pattern; 
                       idx : in CatIndex; K : in out KnowBank) 
  is 
  begin 
   if card(K)< idx then -– special case: we need to create a new category: 
    Create new empty category C(idx):= Ø; 
    for k in 1 .. card(K) do 
     Insert NewBall’(P, ∞) as B(1)(P,r(k)) into C(idx); 
    end; 
    parfor i in 1 .. card(K.C(k)) do 
     Insert NewBall’(K.C(k).B(i).P, ∞) as B(i)( K.C(k).B(i).P,r(idx)) 
      into C(k); 
    parend; 
    Insert C(idx) into K; 
   end if; 
   -- Housekeeping to maintain borderline discernibility of patterns: 
   parfor k in 1 .. card(K) and k ≠  idx do -– peruse all other categories: 
    parfor i in 1 .. card(K.C(k)) do -– inspect all balls for conflicts: 
     begin 
      half : real := D(P, K.C(k).B(i).P) / 2; 

     if half < K.C(k).B(i).r(k) then 
       K.C(k).B(i).r(k) := half; 
      end if; 
      if half < K.C(idx).B(i).r(k) then 
       K.C(idx).B(i).r(k) := half; 
      end if; 
     end; 
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    parend; 
   parend; 
  end Learn; 
 
Not knowing better this learning system halves the distance between the new pattern P and each 
pattern in its knowledge bank not belonging to the category idx to make sure that all patterns across 
different categories are mutually borderline discernible. Other ways of partitioning that distance are 
also possible. 
 
The values of the category index idx always fall within the range 1 .. card(K)+1, so that all 
categories in its knowledge base are numbered sequentially as new categories are identified. 
 
As said before, classifiers learning in this way must be intensively trained first before being put to 
use. Our particular classifier, having learned about its first pattern belonging to the very first 
category will insert into its knowledge bank the first ball of infinite radius! Humans have a number 
of sayings to describe that situation: "A little knowledge is a dangerous thing" or "To an idiot with a 
hammer everything looks like a nail", etc. The exposure of a classifier to many patterns belonging 
to many different categories reduces the radii of relevant balls in its knowledge base, thus 
preventing the classifier from "jumping into conclusions". An extensive training is essential here! 
 
6.3. Self-supervised learning from a fallible expert and autonomous learning 
 
Infallible experts are hard to come by. Available experts are of type III: They do not possess perfect 
knowledge of the environment and occasionally commit mistakes by assigning patterns to wrong 
categories. These mistakes require later corrections to the knowledge bank. To that end, the 
knowledge bank of a learning system should be suitably organized from the very beginning. 
 
There is no remedy, should a learning system choose to follow a false expert who commits too 
many mistakes too frequently.  
 

Example 9: Upon hatching, some birds (geese, ducks, etc.) "imprint" on the first moving 
object they see assuming that it is their parent. Humans have learned to exploit this. 

 
However, with mistakes sufficiently rare, there is hope. 
 
Alternatively, our system may embark on autonomous learning. Ultimately it does not matter 
whether the glitch inserted into its knowledge bank is due to a mistake committed by a fallible 
expert, or to our system's own mistake in autonomous learning, while treating the entire 
environment as its training expert. The net result is the same. 
 
Our system still uses the learning procedure of a pseudocode (6.2), but luckily having survived its 
own mistake knows that its classifier committed an error; thus a fix needs to be applied to its 
knowledge base. That fix is to ensure that the first, most probable classification result returned by 
the classifier of pseudocode (6.1) is correct. Repeated applications of the fix, when needed, will 
enhance the chances of survival of our system. 
 
The Fix procedure, invoked to eliminate the knowledge bank imperfections has formal parameters 
identical to procedure Learn: 
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  procedure Fix (P   : in Pattern; 
                     idx : in CatIndex; K : in out KnowBank) 
 
However, the values of parameter idx may now fall within the range 0 .. card(K)+1, meaning: 
 

0:   the pattern P does not belong to any known category, 
and at this time it is unclear how to classify it; 

1 .. card(K): the pattern P belongs to a known category; 
card(K)+1:   the pattern P belongs to a new category to be created now. 

 
The Fix pseudocode bears great similarities to Learn, but is not identical: 
 
(6.3) procedure Fix (P   : in Pattern; 
                     idx : in CatIndex; K : in out KnowBank) 
  is 
  begin 
   if card(K)< idx then -– special case: we need to create a new category: 
    Create new empty category C(idx):= Ø; 
    for k in 1 .. card(K) do 
     Insert NewBall’(P, ∞) as B(1)(P,r(k)) into C(idx); 
    end; 
    parfor i in 1 .. card(K.C(k)) do 
     Insert NewBall’(K.C(k).B(i).P, ∞) as B(i)( K.C(k).B(i).P,r(idx)) 
      into C(k); 
    parend; 
    Insert C(idx) into K; 
   end if; 
   -- Housekeeping to maintain borderline discernibility of patterns: 
   parfor k in 1 .. card(K) and k ≠  idx do -– peruse all other categories: 
    parfor i in 1 .. card(K.C(k)) do -– inspect all balls for conflicts: 
     half : real := D(P, K.C(k).B(i).P); 
     if idx > 0 then 
      half := half / 2; 
     end if; 
     if half < K.C(k).B(i).r(k) then 
      K.C(k).B(i).r(k) := half; 
     end if; 
     if idx > 0 and then half < K.C(idx).B(i).r(k) then 
       K.C(idx).B(i).r(k):= half; 
     end if; 
    parend; 
   parend; 
  end Fix; 
 
The above is the simplest Fix possible. A more intelligent learning paradigm may require further 
checking: If the pattern P was found to be inside a ball belonging to a wrong category, it is worth 
confirming that the pattern at the center of that ball really belongs to a correct category. This is the 
essence of curiosity: it is proactiveness in maintaining the integrity of one's knowledge bank. 
 
The above pseudocode is correct, should this answer be still affirmative. If the answer were 
negative, then the entire ball should be removed from the knowledge bank, and the radii of all balls 
borderline discernible with the doomed ball should be increased accordingly. 
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These steps should be repeated regarding all concentric balls found to contain the problematic 
pattern P. In short: this mechanism should trigger possible cascade of fixes to the knowledge bank. 
Humans know intuitively very well that a change to the fact or rule previously deemed correct is 
likely to trigger a cascade of changes needed to maintain the consistency of one's knowledge. 
 
If this Fix procedure appears a little complicated, here is the upside: Our scheme allows intelligent 
systems to learn from each other, as well as from their fallible experts. A system being particularly 
reliable in identifying patterns of a given category may share its definition of that category with 
other systems. Such reciprocal cooperation among learning systems may lead them to eventually 
outperform their fallible experts. 
 
Observe that with infallible experts, the learning systems had neither need nor incentive to learn 
from each other, because the information they obtained from their "gods" was deemed perfect. 
 
In order to maintain the consistency of its knowledge bank, any intelligent system capable of 
autonomous learning must spend considerable time and computational effort updating the balls and 
their radii. In particular, simplifications of its knowledge bank may become possible. Consider two 
balls B1(P1, r1) and B2(P2, r2) belonging to the same category. Suppose that B1 ⊆ B2, then the ball B1 is 
redundant and can be removed altogether, as all test patterns falling into it would be trapped by B2 as 
well. It is a matter of further study (for both humans and machines) to identify such situations. 
 
The following three theorems can help us identify some of such redundancies. We call them 
collectively the "sleep theorems"; explanation to that naming follows shortly. 
 

Theorem 7: Given two balls B1(P1, r1) and B2(P2, r2) belonging to the same category, 
if P1 ⊆ P2 and r1 ≤ r2 then B1 ⊆ B2. 
 
Proof: To say that P1 ⊆ P2 amounts to saying that B1(P1, 0)  ⊆ B2(P2, 0). If we start increasing 
the radii of both balls at the same rate, or increase r2 faster than r1 then we retain the 
relationship B1 ⊆ B2. This proves that B1(P1, r1) ⊆ B2(P2, r2) when P1 ⊆ P2 and r1 ≤ r2.  ■ 

 
Theorem 8: Given two balls B1(P1, r1) and B2(P2, r2) belonging to the same category, 
If P1 ⊆ P2 and r1 ≥ Δ(P2, P1) + r2 then B1 ⊇ B2. 
 
Proof: To say that P1 ⊆ P2 amounts to saying that there may exist a point p ∈ P2 such that 
p ∉ P1. This point may or may not be unique, but all such points (if any) lie within the 
maximum distance of Δ(P2, P1) from P1. Therefore, if we construct a ball B1(P1, Δ(P2, P1)) we 
will ensure that this ball traps them all, i.e. B1(P1, Δ(P2, P1)) ⊇ P2 = B2(P2, 0). From now on, if 
we keep increasing the radii of both balls at the same rate, or allow r1 to grow faster than r2, 
we retain the relationship B1 ⊇ B2, thus proving our theorem.    ■ 

 
We can also deal with the (most likely typical) case of two patterns P1 and P2 such that P1 ⊄ P2 and 
P2 ⊄ P1. Consider the following: 
 

Theorem 9: Given two balls B1(P1, r1) and B2(P2, r2) belonging to the same category, centered 
on two patterns P1 and P2 such that P1 ⊄ P2 and P2 ⊄ P1, then 
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• B1 ⊇ B2 if r1 ≥ Δ(P2, P1) + r2, and 
• B2 ⊇ B1 if r2 ≥ Δ(P1, P2) + r1. 

 
Proof: This theorem makes two symmetric statements. We will prove only the first of them; 
the second proof is symmetric and thus conceptually identical. 
 
The most distant point(s) p ∈ P2 lie no further than Δ(P2, P1) from P1, so the ball 
B1(P1, Δ(P2, P1)) traps them all, thus containing P2, i.e. B1(P1, Δ(P2, P1)) ⊇ P2 = B2(P2, 0). From 
now on, if we start increasing the radii of both balls at the same rate, or allow r1 to grow 
faster than r2, we retain the relationship B1 ⊇ B2, thus proving our theorem.   ■ 

 
The three theorems we have just proven do not close the topic of identification of redundant balls in 
any knowledge bank. Consider three balls B1, B2, and B3 of the same category and such that 
B1 ⊆ B2 ∪ B3 while B1 ⊄ B2 and B1 ⊄ B3. In this situation the ball B1 is redundant, too. In fact, such 
redundancies may arise from particular configurations of n balls. Certainly this topic is worth of 
further study. 
 
The searches for redundant balls are computationally expensive and time consuming, despite of 
massive parallelism involved. Any intelligent system performing these necessary updates aimed at 
streamlining its knowledge bank (thus improving its future adaptation to the environment) will 
temporarily not be able to function in its environment with full computational capacity. 
Furthermore, removal of redundant balls requires write-access privileges to its knowledge bank, 
which must be therefore protected by mutual exclusion from all other accesses, in order to prevent 
its corruption. 
 
This means that the life cycles of all intelligent systems capable of autonomous learning (biological 
or otherwise) must consist of interleaved periods of environmental activity and apparent inactivity. 
The life cycles of animals contains periods we call "sleep", during which an animal attempts such 
re-organizations of its knowledge bank. The animals know that they are vulnerable during sleep, 
and so seek out suitable lairs to hide themselves. 
 
The biologists already know that "sleep" has at least two phases, or "rhythms". In the first phase the 
search for redundant balls is made. This is a read-only operation performed on its knowledge bank. 
Once a number of redundant balls are identified, in the second, write-access phase they are 
removed. 
 
Observe further that after a period of learning an intelligent system may attempt a generalization, in 
hope to arrive at even more concise representation of a given category. The problem is as follows: 
 

Given a cluster of balls Bi defining a particular category, that may partially overlap, 
inscribe within the pattern space S the largest possible ball B(P*, r*), centered on an 
abstract, virtual pattern P* discernible from all balls belonging to other categories. This 
new ball B(P*, r*) should have a maximum possible radius r* in order to trap as many 
balls of that category as possible, thus making them redundant. These redundant balls 
should then be removed from the knowledge bank. 
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This problem gives rise to mathematics. Obviously, we cannot offer the solution to this problem 
here, but merely point out that repeated application of this simplification procedure leads to making 
the representations of each category more concise, in the spirit of Occam’s razor. Mathematics is a 
form of adaptation to the environment, too. 
 
Before proceeding to illustrative examples of applicability, we offer one final clarification: 
 
Observe that in our theory each pattern can belong to one and only one category. What about 
hierarchical categories? We contend that those are not sensed, but inferred. 
 
For example: The category “person” can contain pattern balls belonging to categories “man”, 
“woman” and “child”. However, we do not visually perceive persons. We perceive only men, 
women and children. This does not prevent us from constructing an abstract category “person” 
which would contain balls from “man”, “woman” and “child”. We can mentally simplify the 
category “person” even further, by removing redundant balls, and then by inscribing into its cluster 
of remaining balls some large, strategic balls allowing us to eliminate smaller, original balls from 
“man”, “woman” and “child”. That category “person” remains abstract, nevertheless. 
 
 
7. Case study #1: Recognition of minerals in petrographic thin sections 
 
The following study is an example of supervised learning from a fallible expert – how else?  
 
7.1. Thin sections and petrographic microscopes 
 
In geology a rock is a collection of mineral grains. Geologists frequently study structure and 
composition of rocks under polarizing microscopes. Such a microscope consists of a light source, of 
a stage on which rock samples are placed and of an optics system to perform observations. 

 
The samples observed under such microscopes are thin (approx. 30 µm) slivers of rock. Fig. 2 
illustrates the process of making a petrographic thin section. At that thickness, most mineral grains 
appear translucent. 
 
Given that most minerals are birefringent, it is easier to identify them by observing their grain 
crystals in polarized light. A polarizing material is inserted between the light source and the stage. 
 
We may insert another polarizer between the sample and the microscope optics, orienting it 
perpendicularly to the first polarizer. All isotropic materials will appear black now, but anisotropic 
minerals will take on an appearance as per Fig.3. Most microscopes allow rotating the stage, and so 
to vary the polarization angle of the light beam traversing the thin section. When this angle is 

Fig.2. Making of a thin section involves: (A) cementing a piece of rock on a glass substrate, (B) cutting it 
and then (C) lapping it to the desired thickness, and finally (D) covering it with a protective thin glass. 
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varied, the mineral grains tend to shimmer in various colours. A trained geologist is capable of 
identifying the mineral grains based on their appearance. 
 
It is of interest to the mining and drilling industries, to space exploration, etc., to be able to 
automate this process. To that end Dr. Frank Fueten of Brock University has designed a novel 
microscope with a stationary stage and rotating polarizers [12,13]. A thin section viewed through 
this microscope remains stationary, but the grains shimmer as the polarizers are rotated. In short,  
Dr. Fueten has accomplished the first step in automating the pattern recognition process: his 
equipment performs the pre-processing by separating the WHAT from the WHERE. 
 
Our algorithm allows us 
to complete the process of 
automated mineral 
recognition, and so to 
gather information about 
the chemical properties of 
rocks. 
 
7.2. Representation of 
petrographic samples 
 
For the purposes of our 
application, a 
“petrographic sample” is 
a series of thin section 
images, captured using a 
modified petrographic 
microscope with rotating 
polarizers and equipped 
with a video camera. 
There will be N images 
taken in planarly 
polarized light, and N 
images taken using 
crossed polarizers. Every 
image in a series is taken after rotating the polarizers by one step. The microscope made available to 
us is capable of rotating the polarizers 1800 in N = 200 steps. 
 
Every image is rectangular and is composed of pixels of varying colours. Each pixel corresponds to 
a given location in a thin section. That location may belong to a certain mineral grain, or may lie on 
the grain boundary. If it belongs to a grain, we identify its mineral type. Our goal is to identify the 
mineral grains; we group the unidentified locations (and their pixels) into grain boundaries.  
 
Consider a series of pixels of a chosen location belonging to consecutive images 1, 2, …, N. As the 
polarizers rotate, the pixels change colours. However, having rotated the polarizers 1800, each final 
pixel is identical to the pixel we started with. In other words, the colours of a chosen sample 
location form a closed loop in the RGB space, when we rotate the polarizers 1800. We postulate that 

 
Fig.3. A thin section between two crossed polarizers. 



V. Wojcik + B. Salami: Oct 2010 The Hyperball Algorithms: Evolution and Machine Perception  v.35B  - Page 26 of 33 

every mineral generates a loop of characteristic shape, which can be used in mineral identification. 
We will identify minerals using first entry of the list of results yielded by our classifiers. 
 
Let us formalize our approach. 
 
7.3. Sample location (and pixel) representation 
 
We represent pixels in terms of primary colours. The colour intensity I  = {0, 1, 2, … , 255} is a 

byte. The pixel is a structure p = 〈r, g, b〉 ∈ I3 where r, g, b are intensities of red, green, and blue, 

while I3 is the discrete and finite colour space. Let us define the difference in appearance of two 
pixels as a “distance” mh(p1, p2) between two pixels p1, p2 ∈ I3 using the Manhattan metric 
 
(7.1)    mh(p1, p2) = | r1 - r2| + | g1 - g2| + | b1 - b2| 
 
We stress here that this function is a measure of difference in the appearance of two pixels, and not 
the measure of the geometrical distance between two pixels in an image, which could be measured 
in many ways, including the usual (Euclidean) way. Given that mineral grains in a sample appear as 
sets of adjacent pixels, we use the function mh to build other functions to measure differences of 
appearance between sets of pixels. 
 
7.4. Representation of locations and regions within a sample 
 
Our approach is 
straightforward: Given an 
unknown grain X and sets 
of pixels defining the 
appearances of minerals 
M1, M2, …, Mk, we identify 
X as one of M1, M2, …, Mk. 
Specifically, which one? 
The one from which the 
appearance of X differs 
the least, and stays within 
a predefined tolerance. 
 
What if the appearance of 
X does not resemble any 
of M1, M2, …, Mk, within 
the predefined tolerances? 
In that case we may face 
two situations: (a) we 
have encountered a new 
mineral and some 
representation of X is to 
be inserted into the 
“knowledge bank” M1, M2, 
…, Mk of known minerals, 

 
Fig.4. A grain of plagioclase (in red), identified by one ball. 
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or (b) we have encountered a new form of a mineral Mi, and its representation in the knowledge 
bank must be updated. 
 
As said before, when the polarizers rotate 1800, the collection of pixels in a sample corresponding to 
a given location will form a loop λ = 〈p1, p2, … pN〉. In fact, every location L in a sample corresponds 
to two loops: L = 〈λp, λc〉 obtained using plane light and crossed polarizers. 
 
Henceforth, when speaking of a sample location, we will mean the pair of such loops. In that vein, a 
mineral grain is a set of adjacent sample locations of similar appearance. 
 
We therefore need to define a function for comparing appearances (i.e. shapes in I 3) of loops, and 
use that function to compare appearances of locations, and of regions, i.e. sets of adjacent locations. 
 
7.5. Manhattan differences between appearances of loops 
 
Given that a loop is just a set of pixels, we proceed as in (3.1) to define a function mhpl(p, λ) being 
the difference in appearance between a given pixel p and a loop λ as 
 
(7.2)    mhpl(p, λ) = inf { mh(p, q) | q ∈ λ } 
 
where q is a pixel of λ most similar to p. 
 
Then, the pseudo-difference in appearance pmhll of two loops λ1 and λ2 is 
 
(7.3)    pmhll(λ1, λ2) = sup { mhpl (p, λ2) | p ∈ λ1 } 
 
where p is a pixel of λ1 most differing from all pixels of λ2. 
 
Finally, the Manhattan difference in appearance mhll(λ1, λ2) between two loops λ1 and λ2  simply 
becomes 
 
(7.4)    mhll(λ1, λ2) = pmhll(λ1, λ2) + pmhll(λ2, λ1) 
 
7.6. Manhattan differences between appearances of sample locations 
 
We have previously defined a sample location L in as a pair of loops: L = 〈λp, λc〉 obtained using 
plane light and crossed polarizers. Using previous findings we may define the Manhattan function 
MH(L1, L2), being the measure of the difference of appearance between two sample locations L1 and 
L2 as 
 
(7.5)    MH(L1, L2) = mhll(λp1, λp2) + mhll(λc1, λc2) 
 
We proceed in this fashion and define the measure of differences of appearance of sample regions. 
After all, regions are merely sets of adjacent locations. We leave this as an exercise to the reader; in 
our Petrographic Image Recognition System (PIRS) we will use extensively the function MH. 
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At this stage it is clear that repeated calculations of the function MH is computationally very 
expensive. To speed up calculations on a uniprocessor, the function calls within the body of MH 
should be in-lined, but the entire PIRS software should preferably run on a parallel computer. 
 
7.7. Training PIRS 
 
Consider a space of all possible locations M. The locations can be grouped into sets Mi ⊂ M, i = 1, 
2, … , k, where Mi is the set of all locations (i.e. appearances) characteristic of a particular mineral.  
 
Initially the knowledge 
base of PIRS is empty. 
Eventually, every mineral 
will be represented in 
PIRS knowledge bank by 
a series of balls of 
carefully chosen radii 
around characteristic 
locations. In this context a 
ball of a radius r around a 
location L ∈ Mi is the set 
B(L, r) of all locations of 
appearance sufficiently 
similar to L so that the 
human trainer of PIRS (a 
mineralogist) will classify 
them as belonging to Mi. 
In that sense, the set Mi 

will be considered a union 
of a number of balls, 
carefully chosen by the 
training expert. Fig.4 
shows a grain of 
plagioclase, identified by 
one such ball. Only 
adjacent pixels showing 
plagioclase are highlighted. 
 
Fig.5 shows all plagioclase identified in the entire sample, using only three balls. Note the 
sensitivity of our method: there is a blob of glue used to make a thin section, to the left of the lowest 
plagioclase grain. That grain has some cracks in it; the glue has flown into the cracks. Similarly, the 
blob of glue has some crumbs of plagioclase in it, which fell into glue during the lapping process. 
This is significant, as the glue is intended to be as inconspicuous as possible. 
 
The problem of detecting grain boundaries is worth mentioning here, given that many attempts are 
made to identify the boundaries first, and the grains within them later. We argue that a human 
expert is unable to see a “raw” sample image; the image perceived is unconsciously pre-processed 
by the brain. Do boundaries objectively exist? The mineral grains physically exist for sure, but the 
boundaries we see are the results of our unconscious image interpretation. If in doubt, ask yourself: 

 
Fig.5. Plagioclase grains (orange), found using only three balls. All 
plagioclase in the sample has been identified. 
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What happens if we smash a grain? It disintegrates, of course. But: What happens to the grain 
boundary? It “grows”. If it were real, this would be the only object we know that “grows” when we 
attempt to destroy it. 
 
Consequently, we make PIRS identify grains. At the end of this process the unidentified locations 
represent grain boundaries or holes in the sample. 
 
Let us illustrate the training process by an example. The new PIRS system has an empty knowledge 
base; it needs training. We capture a sample of, say, amphibolite, which contains grains of 
hornblende, plagioclase, garnet and quartz. 
 
The invited expert is asked to identify an obvious grain of, say, plagioclase, and within it a location 
L1 that is unmistakably characteristic of plagioclase. A mouse click will make PIRS note this 
location L1. In order to identify the radius r1 of the first ball B1(L1, r1) describing plagioclase in PIRS 
knowledge bank the expert operates a GUI slider. In response, PIRS highlights all locations on the 
screen that fall within the ball. The goal of the human trainer is to select the value r1 as large as 
possible so that as many plagioclase locations are included in the ball B1, but only such locations. 
(Selection of too large value of r1 would result in inclusion in B1 some locations that are not 
plagioclase!). Selection of proper value r1 is done by visual check of the expert trainer. 
 
We could perform a safety check by analyzing other sample(s) of other rocks containing plagioclase 
grains and the value r1 should be reduced accordingly to make sure that the ball B1 is characteristic of 
plagioclase only. Then the 
ball B1 should be filed in 
the PIRS knowledge bank 
under “Plagioclase”. 
Fig.4. illustrates this 
situation. 
 
Did we make PIRS 
capture all knowledge 
regarding the appearance 
of plagioclase? That is 
unlikely. Coming back to 
the original sample, the 
PIRS trainer may wish to 
select another location L2 
of plagioclase, which 
PIRS failed to recognize 
as such. By repeating the 
previously described 
procedure, the ball B2 

could be identified, then 
B3, B4, etc. Given that the 
search space is finite, a 
finite number of balls are 
being needed to capture 
all the appearances of 
plagioclase in to the 

 
Fig.6. Thin section interpreted: plagioclase is shown in red, 
hornblende in blue, glue is light gray and dark gray represents 
the mineral boundaries and unknown impurities, etc. 



V. Wojcik + B. Salami: Oct 2010 The Hyperball Algorithms: Evolution and Machine Perception  v.35B  - Page 30 of 33 

knowledge base. Each time a new ball Bi is identified the expert selects a plagioclase location not 
recognized by previous balls B1, B2, … , Bi-1. PIRS is smart enough to accelerate the identification 
process of sample locations: it keeps its mineral knowledge base sorted by ball radius (in 
descending order). 
 
7.8. Fine-tuning the knowledge base of PIRS 
 
What has been said about plagioclase could be repeated for all other minerals. It is obvious that the 
process of mineral identification is very compute-intensive but easily parallelizable. Fig.6 shows the 
resulting final interpretation of our thin section. 
 
We could accelerate this mineral recognition process even on a single-CPU machine by keeping the 
knowledge base about each mineral sorted in the descending order of the ball radii and by removing 
redundant balls. Also, for each ball a count of times it was found useful in mineral identification 
could be kept, and balls of low usefulness could be deleted from the knowledge bank, provided that 
they were given “a fair chance” to participate in the identification process. 
 
The knowledge bank of PIRS is perhaps as valuable as PIRS itself. The same software could be 
used with specialized knowledge banks useful for drilling for oil, searching for various ores, or 
automated inspections for metallurgical defects, etc. 
 
 
8. Case study #2: Deep sky search for unknown objects 
 
Peering into deep space in many ways resembles petrographic mineral identification. Deep sky 
remains invariant: the diameter of the orbit of Earth around the Sun is negligibly small to account 
for any noticeable parallax. The same goes for the diameter of the orbit of the Sun around the center 
of our Galaxy. Telescopes peering into deep space have very small angle of view, and once oriented 
in a particular direction, the images they see are pretty much all the same all the time. 
 
Because of their long focal length (i.e. small angle of view) such telescopes are natural image 
preprocessing devices: they present only the WHAT, while losing the WHERE information. In 
fact, aiming such telescopes visually presents a problem significant enough that larger telescopes 
are twinned with smaller scopes offering a wider angle of view. The smaller scopes are used to aim 
their bigger twins. 
 
When performing observations, the astronomers can use various ranges of electromagnetic 
spectrum. They talk of observations in visible light, IR, UV, various radio frequencies, X-ray, 
gamma rays etc. Such set of observations of the same section of the sky is analogous to the series of 
images of a petrographic thin section. If we time such observations so that the intervening close 
objects (clouds, planets, etc.) are eliminated, the only remaining preprocessing needed is to perform 
the “colour correction” to account for the red shift. 
 
We can train our system to recognize empty space (i.e. the background microwave radiation, the 
noise of the observational equipment, etc.) in much the same way we taught PIRS to recognize glue 
in petrographic samples. Everything not being an empty space is a celestial object of some kind. 
Some objects are so distant that they appear as points of electromagnetic radiation (i.e. they take up 
one pixel only in our images), while other objects may be large enough to cover some regions in the 
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sky – they are akin to mineral grains. In fact, some larger objects may partially overlap, as can 
mineral grains: the grain boundaries in a thin section are not always perpendicular to the surface of 
a section. 
 
With all the preprocessing accomplished, our PIRS software can be used to classify celestial 
objects. After training, the system can be used to call our attention to the “unknown” objects – i.e. 
objects it could not classify. 
 
 
9. Concluding remarks and emergent issues  
 
We have presented here the core of a bio-inspired methodology for pattern perception and 
autonomous machine learning which seems to us to be universal, because: 
 

• It relies only on the foundation of mathematics (using only set theory and the basic concepts 
of metric spaces) and is therefore widely applicable; 

• It allows the learning process to be fault tolerant by allowing subsequent corrections; 
• The mathematical toolset used makes it useful to any of the senses – the vision examples 

were merely conceptual illustrations; 
• It is massively parallel, thus ensuring evolutionarily competitive execution times at any 

stage of development of computing technology; 
• It is scaleable up and down, to match the parallel computing hardware available; 
• It is hardware fault tolerant, because all computations that can be executed in parallel can be 

executed in any partially sequential order, should the available processing elements 
suddenly become scarce; 

• It offers suggestions of future directions of advancement of parallel computing, thus 
allowing us to leave the current impasse [19]. 

 
The systems emerging from the application of this methodology will: 
 

• Be capable of using multiple senses, as long as their sensory subsystems consist of a finite 
number of distinct sensors; the sensors yielding continuous or discrete signals; 

• Exhibit human-like need of extensive training before being put into reliable use; 
• Be capable of continuous (on-the-job) learning, therefore ever improving their adaptation to 

their work environment; 
• Be capable of exhibiting animal-like curiosity in order to maintain the integrity of their 

knowledge banks; 
• Be capable of keeping their adaptation to an environment that changes sufficiently slowly, 

by selective forgetting of less useful facts (i.e. balls) from their knowledge banks. 
 
Their continuous adaptation through learning and selective forgetting can be achieved by keeping 
the working set of balls in their associative memories. The theory of working sets is already well 
known. Details at [10,11]. 

*  *  * 
Let us take a final look at the expression (3.4) for computing distances between sets. 
 
A computer performing these calculations could as well consist of two structurally symmetrical 
parts, executing identical algorithms but on slightly different data: one calculating Δ(A, B), while the 
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other working on Δ(B, A). The final result could be obtained by comparing their results through a 
communications link (serving as “corpus callosum”). This is the most basic model of human brain. 
All our sensory cortices (visual, tactile, auditory, olfactory, gustatory and proprioceptive), span both 
brain hemispheres. 
 
Given that our system is fault tolerant, a damage or total destruction of a half of that computer could 
merely lead to its performance degradation. Interestingly enough, the surgical procedure of 
hemispherectomy (removal or disabling of one of the hemispheres of the brain) in severely epileptic 
children does not lead to their total loss of perception (vision, etc.), although it has other severe 
consequences: paralysis of one half of the body, among others. This is no coincidence. 
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