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ABSTRACT
Load balancing of distributed virtual simulations has been de-
veloping into a critical mechanism for enabling these sim-
ulations as their complexity grows to model more realistic
scenarios. As the scale of these systems increases, they be-
come more susceptible to load imbalances caused by the het-
erogeneity and non-dedication of resources and by their own
simulation load oscillations. Due to its importance, many
balancing systems have been designed for distributed simu-
lations. Nevertheless, none of the previous systems consider
the existence of failures in their own systems, which can par-
tially hamper or completely interrupt their balancing capa-
bilities. Therefore, a fault-tolerant mechanism is introduced
for load balancing systems to keep some minimal services
running properly or enable the recovery of components when
faults unpredictably occur. The proposed solution employs
election and grouping tools to reconfigure the balancing sys-
tem dynamically. Experiments have been conducted in order
to evaluate the benefit of the proposed fault-tolerant balancing
system.
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INTRODUCTION
Distributed virtual simulations have been extensively used to
model and simulate virtual environments for many purposes,
such as training, testing, and gaming. Together with their use,
the complexity of these environments has grown fast. As the
scale of these distributed simulations increases, they become
more susceptible to delays and overhead caused by commu-
nication latency or load imbalances. A solution that provides
load balancing can overcome this issue and even improve the
simulation execution time. Dynamic load balancing systems
for distributed simulations, as any other distributed system,
might undergo failures on components or hosting resources
during run-time. In order to continuously provide balancing
services and benefit simulations, such balancing systems need
to present mechanisms to prevent failures or repair them-
selves when faults occur.

Several solutions and paradigms have been conceived to co-
ordinate distributed simulations, and this work focuses on the
High Level Architecture (HLA) framework, which has been
designed to enable the proper execution of distributed simu-
lations in large-scale environments [24]. An HLA simulation
consists in a set of federates, simulation entities, exchanging
data through the access to management services enabled by a
Run-Time Infrastructure Interface. As the main characteristic
and limitation, the framework only concerns about simula-
tion aspects, so distributed simulations might experience per-
formance loss originated from load imbalances on the shared
environment.

In order to minimize or decrease performance loss originated
from the deployment of distributed simulations on shared re-
sources, many load balancing schemes have been proposed.
Such schemes attempt to identify the elements that might be
causing the decrease in performance and provide a reallo-
cation of simulation elements accordingly. These schemes
focus on specific metrics or aspects, or they are designed
for particular simulation applications, limiting their reach for
general-purpose simulations that might be placed in large-
scale environments. Some balancing schemes have been de-
signed to overcome these limitations and provide a balancing
solution for HLA-based simulations. However, large-scale
environments are not free of hardware or software failure,
neither are distributed balancing systems, so failures can lead
balancing systems to decrease their efficiency or to become
totally ineffective in the worst case.

Fault-tolerance schemes are required to be added to dis-
tributed balancing systems in order to provide run-time cor-
rections the configuration of balancing components and pre-
vent partial or total interruption of simulation load redistri-
bution. Thus, a fault-tolerant balancing system is proposed
to dynamically identify an inconsistent state through constant
assessment of balancing components and promptly react to ir-
regularities by identifying a stable, new setup of components.
This fault-tolerant system is intended to keep providing load
balancing even when components stop working definitely or
momentarily.

The remainder of this paper is organized as follows. In sec-
tion 2, the related work is described by shortly summarizing
the previous balancing approaches and the challenging issues.
In section 3, the proposed fault-tolerant distributed balanc-
ing system is introduced by describing its main architectural
components and their functioning and role in whole system.
In section 4, the experiments are presented by detailing the



experimental scenario used to evaluate the proposed system
and by discussing the results. Finally, this work is summed
up in the conclusion, indicating directions for future work.

RELATED WORK
Extensive work has been applied on developing balancing
systems for all areas as an attempt to provide the most ef-
ficient solution. Likewise for distributed virtual simula-
tions, many balancing schemes have been designed, aim-
ing to improve response time or reduce simulation execution
time. By its inherent dynamic aspects, simulations cannot re-
ceive much benefit from static load distribution on shared re-
sources. As a result, dynamic balancing schemes are required
for adapting load allocation; such schemes are mostly based
on decreasing communication delays or minimizing differ-
ences of load deployed on resources of a distributed environ-
ment.

The balancing based on communication aspects focuses on
decreasing the delays caused by simulation waiting time orig-
inated from the dependencies among simulation entities and
from the latency in the communication channels. This type
of balancing is realized through an analysis of the inter-
dependencies in a simulation, basically observing look-ahead
and communication rate of simulation entities as metrics to
identify which simulation elements are dragging back the
overall simulation performance. Simulation look-ahead is a
product generated from the delays in the relations between
simulation entities, and it provides a method to indirectly
identify the slow elements [14, 21]. Communication rate,
as well as communication latency, is used to determine the
direct importance and influence of communication between
simulation entities, presenting the direct delay effect on the
whole simulation execution [19, 23, 7, 4, 1, 3]. Proximity
analysis has also been employed, together with the commu-
nication rate, to improve the placement of simulation entities
based on topology of resources [17, 18]. These balancing
solutions can introduce considerable enhancement on simu-
lation performance, but this type of balancing is not able to,
or hardly can, determine imbalances caused by computation
load variations.

The balancing of computational load introduces a technique
that empowers the monitoring and the response according to
load imbalance aspects that directly dictates the performance
of simulation execution. The schemes in such a type of bal-
ancing can be classified in simulation-centred or resource-
centred. The simulation-centred approach employs the rel-
ative execution speed of simulation entities to determine an
imbalance; this approach provides a method based on the
current simulation executive characteristics, which indirectly
provides means to assume computational load imbalances
[15, 8, 10, 25]. The resource-centred approach uses the cur-
rent CPU consumption of shared resources and the produced
simulation load as main metrics to identify uneven distribu-
tion of load. This approach analyzes and reacts to imbalances
according to aspects that directly influence the simulation per-
formance [26, 12, 5, 22, 9, 27, 2, 4, 1, 11]. Even though these
solutions can greatly improve simulation execution time, they

are limited since they are related to a particular type of simu-
lation or do not fully evaluate inherent aspects of large-scale
environments, such as heterogeneity of resources and external
background load on shared environments. As a result, in or-
der to cover all these aspects, a distributed balancing scheme
has been developed [16].

Even though an improved balancing system for distributed
simulations has been devised, this system still suffers from
failures that may occur during run-time; this might cease the
system to benefit simulations. Also, none of the previous bal-
ancing schemes provides a method for re-configuring balanc-
ing elements as failures happen. Added to that, tolerance to
failures is an essential feature in any distributed systems as
the scale of the environment or the system increases. Thus,
we propose a fault-tolerant technique which is introduced in
a distributed balancing system in order to enable the system
to continue providing proper re-distribution of load for virtual
simulation load.

FAULT-TOLERANT DISTRIBUTED BALANCING SCHEME
The fault-tolerant distributed balancing system is devised as
a pre-existent balancing system with additional components
that allow it to re-configure itself, so its balancing functional-
ities remain working or partially working.

In the distributed, hierarchical balancing system extended in
this work, a failure may be originated from the underlying
hardware, operating system, or even a balancing component.
The hierarchical and distributed form of the system avoids to
totally cease the balancing functionalities when a failure hap-
pens. In this case, depending on the place in which the fail-
ure occurred, a resource may stop being balanced, a complete
region might not be observed, or even global, inter-domain,
load exchanges might be disabled. Thus, the fault-tolerant
feature attempts to minimize or restrict the fault consequences
to only the resource where the failure occured in any situation
of failure. The extension is also expected to enable recovery
of the system, so when re-establishing its execution, the bal-
ancing component can be added back to the system.

The reconfiguration of the balancing system is basically en-
abled through an election algorithm, which is required to con-
stantly check the neighbouring components to react dynami-
cally to changes in the configuration of resources for a local
region. The constant checking of the system is even more
essential for allowing recovery: balancing components might
restore their execution from a temporary failure and rejoin the
rest of the system in a later time.

When a component rejoins a neighbourhood, the neighbours
need to reconsider the priority of this recovering component.
They need to attempt to present similar configuration as be-
fore the failure happened in order to re-establish the same
set-up. The algorithm also needs to favour (or prioritize)
the recovering nodes with higher priority. In this case, the
components that stopped working and are essential for a re-
gion, working as gateway, can return to the neighbourhood
and continue serving as gateway.
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Figure 1: General Architecture of the Load Balancing System

Fault Arbiter is a component added to the architecture to de-
tect failures that might lead the component, and consequently
the balancing system, to an inconsistent state, requiring mod-
ifications on Balancing Component’s current configuration.
These changes trigger the Election Component to start a new
election in order to correct the current inconsistent state and
lead the system to a stabilization point where the all the re-
maining balancing components can continue to redistribute
load properly, based on the current conditions.

Architecture of the Proposed System
Since the proposed system is based on the distributed balanc-
ing system [16], its architecture presents the same balancing
components as the previous balancing system. As shown in
Figure 1, the balancing architectural elements work alongside
with the election and fault-tolerance elements. These last two
types of components are added to the system in order to allow
to detect faults and auto-configure the Balancing Component
accordingly.

The main balancing element is the Group Manager (GM); it
manages all the balancing steps by gathering monitoring data
from resources or simulation federates, detecting load imbal-
ances, redistributing load, and migrating federates. Monitor-
ing data is obtained by accessing the Monitoring Interface,
which retrieves the data through calls to a Monitoring Infor-
mation Service (MIS). A MIS serves as back-end to Moni-
toring Services and is available as Grid Index Service. Grid
Services provides a set of tools that facilitates the coordina-

tion of applications submitted to distributed, shared resources
through a Resource Sharing Management System [13].

The GM also collects monitoring information about the sim-
ulation federates through calls to a Local Manager (LM). A
LM serves as an interface between the balancing system and
the simulation. A LM collects monitoring information by
passing requests to each Federate Balancing Interface, fil-
tering and aggregating this information after it is retrieved
for sending it back to the respective GM. Additionally to
the LM’s functions, it forwards migration calls to Migration
Managers, which start and manages migration procedures.

The Fault Arbiter is a component added to the architecture
to determine a status of inconsistency as possible faults oc-
cur. The arbiter is responsible for examining events that oc-
cur during run-time and determining if an event might have
led the system to an faulty situation. The arbiter coordinates
all the procedure of recovering from an inconsistent state by
contacting both the Execution Controller and the Recovery
Controller. The Execution Controller properly suspends the
execution of a GM of a LM in order to send missing infor-
mation or complete required balancing steps. The Recovery
Controller is responsible for triggering a new election proce-
dure to locally correct the balancing system. The election is
initiated by contacting the Election Manager and updating the
BC’s role through the Role Manager.

The Election Manager and the Role Manager are added to the
architecture to define the initial setup of the Balancing Com-
ponent and facilitate the recover from an inconsistent state
originated from failures. The Election Manager triggers and
performs the election algorithm in order to determine the cur-
rent local role of the Balancing Component; the role defines
if component is a GM or a LM at the end of the election. The
Role Manager is necessary for consistently coordinating the
transition between roles as the current state of the component
changes, led by failures or by election procedures.

The Functioning of the Proposed System
In general, the functions and procedures related to the fault
detection and recovery, as well as the load balancing, are
wrapped in the execution of the BC, as described in Algo-
rithm 1. As a requirement, a priority is provided to define the
importance of the BC in the distributed system, guiding the
election algorithm to group BCs accordingly. The priority
might represent a resource with higher computational power
or a privileged position in the topology of the environment.

The initial steps in the algorithm are responsible for setting
up the system: identifying the neighbouring BCs, starting up
the fault tolerance components, and preparing for setup elec-
tion. After this system’s setup, the execution of the BC enters
in a loop that defines the role of the balancing components
and checks for inconsistencies. Basically, the fault tolerance
components work in parallel to the GM or LM. The balanc-
ing components have their execution interrupted whenever a
failure is detected in the balancing system. An analysis of
the neighboring components is triggered, representing a new
cycle in the BC loop.



Algorithm 1: Execution of Balancing Component
1 Require: priority
2 neighbour list ⇐ define neighbours()
3 set up fault tolerant system()
4 current state ⇐ FAULTY
5 while !suspend do
6 wait(random time)
7 execute election(neighbour list, priority)
8 if current state = GROUPMANAGER then
9 run Group Manager()

10 else if current state = LOCALMANAGER then
11 run Local Manager()
12 end
13 end

Therefore, following the steps in Algorithm 1, a BC always
ends up executing the balancing functions of a GM or a LM
if it fully recovers from a failure. The balancing algorithm
works in cycles of predefined time intervals (∆t). The prob-
ing for inconsistencies at the end of the balancing cycle en-
ables the dynamic detection of imbalances, as presented in
Algorithm 2. Each cycle is divided in three major steps: mon-
itoring of resources and virtual simulation elements, redistri-
bution of load based on the latest gathered data sample, and
execution of freeze-free migration of simulation entities.

The monitoring first collects load information from shared re-
sources managed by the GM and then from the virtual simu-
lation federates that are executing on the same resources. Af-
ter the data is collected, filtering is applied to consider only
manageable resources in the analysis. Then, a selection on
the data sample is performed in order to detect imbalances
through individual comparisons of load of the resources.

When imbalances are detected, the next phase in the bal-
ancing algorithm is triggered, the load redistribution. The
load redistribution is performed locally first and then between
GMs. Local redistribution of load is performed through pair
matches between the overloaded and underloaded resources
in the data sample; if the difference of load between a pair is
large enough, a migration move is defined. For the balancing
of load between GMs, a comparison of average cluster loads
is performed among the neighbouring GMs and the GM, as
detailed in Algorithm 3. If an imbalance is detected, over-
loaded resources are selected and their load information is
sent to a neighbour GM for further pair-match analysis. The
analysis generates a set of zero or more migrations, and this
set is sent back to the GM which generated the balancing call
for further actions on dealing with the migrations.

At the end of the load redistribution procedure, either the lo-
cal or inter-domain, a set of migration moves is generated.
These migration moves are forwarded to their respective re-
source, LM, in order to be conducted properly. The Migration
Manager locally starts a two-phase migration process, similar
to the ones described in [6] and [20]. This federate migration
process avoids simulation synchronization and minimizes de-
lays. First, static initialization files are transferred for starting

Algorithm 2: Main Load Balancing Algorithm
1 while TRUE do
2 loads ⇐ query MDS()
3 current loads ⇐ filter MDS data(loads)
4 current loads ⇐

normalize(current loads, benchmark)
5 overload cand ⇐ select overload(current loads)
6 spec loads ⇐ request LLBs(overload cand)
7 mng loads ⇐ filter(current loads, spec loads)
8 mean, bds ⇐ calculate mean bds(mng loads)
9 over, under ⇐ select(mng loads,mean, bds)

10 mig moves ⇐ redistribute local(mng loads)
11 send migration moves(mig moves)

/* It checks the existence of faults
*/

12 check LB consistency()
13 if mig moves = ∅ then
14 inter domain balancing()
15 else
16 if relFactor ≥ random number(1, 100) then
17 inter domain balancing()
18 else
19 neighbours data ⇐ ∅
20 end
21 end
22 wait( ∆t )

/* It checks the existence of faults
*/

23 check LB consistency()
24 end

up the migrating federate remotely. Then, after the initial-
ization is complete, the federate suspends its execution, and
its dynamic running state is transmitted. A Migration Proxy
might be also accessed to enable and facilitate the transfer of
dynamic data between unreachable resources.

While the balancing algorithm is executed, the fault detection
mechanisms run; this is explicitly described in Algorithm 2
by the checking of consistency at the end of major blocks
of balancing algorithm execution. In fact, the checking of
faults is performed as a failure occurs in the neighbouring
BCs and the local BC is notified. Failure are detected by
observing interruptions by closing connections remotely or
failures in communication by reaching certain balancing in-
teraction timeouts. After determining that the severity of the
failure, the balancing algorithm is halted.

As summarized in Algorithm 4, the Fault Arbiter assesses the
current status of the local BC by basically verifying the bal-
ancing requirements, which depend on the role of the BC:
GM or LM. If the BC is executing as a GM, it needs to have
at least one LM connected to it in order to evaluate the distri-
bution of load. Consequently, if a GM loses the connection
all its LMs, a new election is needed to reestablish its role in
the balancing environment. If the BC executes the functions
of a LM, it requires the existence of its GM, which will gather
information that the LM is providing. In case it loses the con-



Algorithm 3: Inter-Domain Redistribution Algorithm
1 data neighbours ⇐ request Neighbour Load Data()
2 order neighbours by load()
3 neighbours ⇐ identify Neighbour Less Load()
4 if neigbours ̸= ∅ then
5 neighbours ⇐ select Neighbours()
6 else
7 overloaded rcs ⇐ filter(extStD, localStD)
8 neighbours ⇐

select Neighbours(extStD, localStD)
9 end

10 foreach neighbour IN neighbours do
11 overloaded ⇐ select(neighbour)
12 federates ⇐ select(spec loads, overloaded)
13 end
14 if overloaded ̸= ∅ then
15 sort list load(overloaded)
16 moves ⇐ redistribute(overloaded, overloaded)
17 end
18 send migration moves(moves)

Algorithm 4: Fault Analysis
1 Require: LM list,GM, faulty neighbour
2 if curent state = GroupManager then
3 remove from list(LM list, faulty neighbour)
4 if LM list = ∅ then
5 current state ⇐ FAULTY
6 suspend GM execution()
7 end
8 else if curent state = LocalManager then
9 if GM = faulty neighbour then

10 current state ⇐ FAULTY
11 suspend LM execution()
12 end
13 end

nection with its GM, a new election starts in order to create a
new group or join a group managed by another GM. In both
cases, the current BC starts the election locally, which might
generate other elections on the surrounding BCs.

For all cases, an election procedure is used to remedy the in-
consistent balancing status, so after a fault is identified, the
election starts after defining the current role of the BC as
FAULTY and suspending the execution of the GM or LM. The
election starts as the new cycle in loop in Algorithm 2. As in
the role of FAULTY, the BC does not execute any balancing
function until it reaches the final election role, either Group-
Manager or LocalManager.

The arbiter is invoked every time an event happens; the pri-
marily represents a failure, such as a neighbour Balancing
Component closing a connection or stopping communicating
longer than a timeout. Upon entering an inconsistent status,
the arbiter triggers the Election Manager.

Algorithm 5: Main Election/Grouping Algorithm
1 Require: neighbour list, priority, group size
2 while neighbour list = ∅ do
3 wait for neighbours()
4 end
5 current state ⇐ FAULTY
6 broadcast Candidate Call(neighbour list.size(), priority)
7 wait(election time)
8 while curent state ̸= CANDIDATE OR
curent state ̸= FOLLOWER do

9 send PROBE Call(priority)
10 block wait(probing time)
11 if answer ̸= ∅ then
12 neighbour ⇐ select best neighbour()
13 send force acept(neighbour)
14 else
15 send no GM call()
16 end
17 end
18 define final role(curent state)

EXPERIMENTS
In order to evaluate the proposed fault-tolerant balancing sys-
tem, an experimental scenario has been set up and experi-
ments have been conducted. In such experiments, a compari-
son between the proposed system and the distributed balanc-
ing scheme was used to demonstrated the gain of incorporat-
ing the proposed recovery mechanism. For the evaluations, a
performance analysis has been performed using a real testbed
composed of two clusters of computing servers connected
through fast-Ethernet link. One of the clusters was composed
by set of 32 computing servers interconnected through a giga-
bit Ethernet network. Each server presented a Core 2 Duo 3.4
GHz Intel(R) Xeon(R) CPU and 2 gigabytes of RAM. The
other cluster was composed of 24 computing servers inter-
connected through a Myrinet optical network with a through-
put up to two gigabits per second. Each server in this clus-
ter consisted in a Quadicore 2.40GHz Intel(R) Xeon(R) CPU
and 8 gigabytes of RAM. Morever, Linux operating system
was installed in the servers of both clusters; the HLA RTI 1.3
was used to coordinate the HLA-based simulations; and the
Globus toolkit was the Grid Computing Service middleware
employed by the balancing system.

The even deployment of simulation federates over the testbed,
the two clusters, consisted in the experimental baseline and
the initial setup of load for the balancing systems. The fed-
erates were deployed over 55 computing servers, and the RTI
Executive was placed on a dedicated server. The balancing
systems analyzed in these experiments were also deployed
over these 55 server plus the management server of each clus-
ter. In this setup, a simulation of vehicular networks has been
used as the application that was deployed and executed on the
distributed resources. This simulation comprised the execu-
tion and coordination of the movement of vehicles on a net-
work of street edges that composed a downtown area of a city.
The simulation movement coordination consisted in updates
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Figure 2: Deployment and Configuration Analysis on the Existence of a Faulty Computing Server

on the positioning of vehicles, as well direction and speed,
in a two-dimensional routing space. Additionally to that, a
controlled synthetic computational load was introduced in the
federates. This synthetic load was used to characterize an
overhead following a controlled, predefined behaviour, which
was applied on the shared resources. For the deployments
of federates, the scale of the simulations ranged from 1 to
1000 federates, which coordinated the movement of objects
for 100 simulation time steps. Focusing on the computational
aspects only, federate interactions were minimized for the ex-
periments; consequently in the simulations, each federate co-
ordinated and updated the movement and positioning of only
one object, or vehicle.

The experimental scenarios also contained timely, predefined
failures on top of the environment and the simulation setup.
Such failures consisted in suspending and terminating the ex-
ecution of specific elements of the distributed balancing sys-
tem in a given moment during the execution of a simula-
tion. The failure was intentionally introduced to cause the
balancing system to fail when attempting to balance simula-
tion load, causing a decrease in the balancing efficiency or
the complete suspension of balancing. This failure is also in-
tended to observe and analyse the reaction of the proposed
approach in recovering the balancing system accordingly. As
a result, the failure of a balancing component, in this case a
GM, was scheduled to occur 20 seconds after the distributed
simulation had started its execution. During the runs, the pro-
grammed failure conditioned the efficiency of the analysed
balancing schemes. The same component that has been ter-
minated is initialized after 20 seconds and continues its exe-
cution. The fault-tolerant approach is expected to adjust the
balancing system in the absence of the GM that failed and
then incorporate it back to the balancing system properly as
soon as this component is ready to execute its functions.

In the experiments, four different setups on the balancing sys-
tem, as well as the baseline, have been observed in the exper-
imental scenario. The baseline consisted in a static imbal-
anced deployment of the simulations (Static Deistribution)
without any redistribution of load; thus, this represents the
worst simulation execution performance, as shown in graph
(a) of Figure 2a. On the other hand, the distributed balanc-
ing system without any failure (Dist.) iss added in graph to
compare with the best scenario, in which represents the best
performance that can achieved if the balancing system is per-
fectly functional.

In a setup in which the distributed balancing scheme was in
presence of a failure (Dist. Fail), the system becomes com-
pletely ineffective since it does improve the simulation exe-
cution time as compared to the baseline. This inefficiency in
balancing load is originated from the failure of the GM that
compromises the inter-domain load transfers and local trans-
fers for one of the clusters. The fault-tolerant scheme (FT
Fail) avoids the issue of loosing the local transfers, and it al-
lows the simulation to achieve certain performance gain. In
this scheme, the systems detects the failure and responds by
attempting to reconfigure the system with connections that
are still available and working. For this particular experi-
mental scenario, the failure of a GM forced the system to re-
define another GM that could continue on balancing load lo-
cally. However, the system was not able to detect any useful
connection between the clusters, blocking any inter-domain
load transfer. Finally, a situation in which the fault-tolerant
scheme was observed with a later recovery of the failing GM,
as represented by FT Recover curve in the graph (a). The re-
covery functionality of the scheme allowed it to restore the
original layout of the balancing system successfully. This
is shown through the similar balancing efficiency as the dis-
tributed balancing scheme without any failure (Dist.).



Figure 2b supports the conclusions on the performance anal-
ysis. This figure presents the amount of load migrations per-
formed by the observed balancing schemes. Dist. Fail pre-
sented the least amount of migrations, and this is originated
from the incapability of the balancing system to performance
migrations in presence of the failure of the GM. FT Fail per-
formed more migrations than Dist. Fail due to local load mi-
grations in both clusters; it was able to locally recover the sys-
tem and allow load migrations to reach a balanced load status.
Finally, FT Recover showed similar amount of migrations as
Dist. due to successfully re-establishing the configuration of
balancing components in the environment.

Particularly on this experimental scenario, the decrease of
balancing efficiency was so evident due to the testing failure
occur with a Group Manager (GM). In a situation in which
the failure occurred with a Local Manager (LM), there would
not be a large, or so noticeable, change on simulation perfor-
mance, execution time. A failure of a LM would cause the
balancing system to loose just one computing server, which
would not receive or send load. Unless this computing server
was under a high stress of load, it would not affect the rest
of the simulation performance. With the failure of a LM, the
proposed fault-tolerant balancing system would not be able
to effectively correct the situation since there is no possible
response or correction that could maintain balancing perfor-
mance as before the failure happened. The proposed fault-
tolerant scheme would be able to properly allow the recovery
of the LM otherwise; if the LM becomes functional, it would
be incorporated into the balancing system and the balancing
efficiency would be established as before the failure occurred.
Even though this is a benefit for the balancing performance,
the gain is not apparent on simulation scenario used for the
experiments in large-scale setups.

On the other hand, the loss of a GM, a major component in the
balancing system, caused the loss of balancing control over
a set of resources, as well as the communication with other
clusters of resources. In a different environment in which
more that 2 clusters are available for the deployment of sim-
ulation federates, the failure of a single GM would not be so
apparent since load could be exchange among the other reach-
able clusters. However, depending on the characteristics of
simulation applications and the environment, a loss of a GM
could lead the simulation to show similar performance loss as
depicted in Figure 2a. Topological limitations on the connec-
tions among GMs could contribute to make part of the GMS
become unreachable after a GM is not running. Also, the de-
sign and implementation of simulation applications could be
a major cause of simulation performance even if just a GM
failed, or even a LM. The internal dependencies among the
simulation entities can generate cumulative delays when only
one particular resource or set of resources is overloaded. Not
reaching such resources in a given moment could cause a no-
ticeable performance loss even for very large-scale setups.

CONCLUSION
A fault-tolerant technique has been proposed in this paper to
be added to a distributed balancing system in order for the

system to minimize losses or recover from failures. Basi-
cally, a discovery mechanism and reconfiguration mechanism
compose the propose solution to adapt to the environment’s
characteristics, as well as adjust to dynamic changes brought
from unpredictable faults. Experiments have been conducted
to evaluate the gain that this technique adds to the balanc-
ing system. The results showed that the fault-tolerant bal-
ancing system was able to minimize balancing efficiency loss
and even recover from a faulty state. As future work, deeper
analysis will be conducted to analysis the behaviour of the
proposed mechanism with different parameters that limit bal-
ancing group sizes and alternative failure scenarios. Also,
further studies will be conducted to export this solution to a
wider range of environments, such as large-scale grids and
clouds.
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