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NAME (print): ___________________________________

STUDENT NUMBER: ________________________________
There are 8 questions totaling 144 marks. 

Answer all questions on the examination paper. Use the backs of pages if necessary. 

Please print or write legibly.

One 3” by 5” index card of hand-written notes (not photocopied or digitally reproduced) is permitted.

A calculator without a memory bank is permitted. 

No aids other than those specified above are permitted. Use or possession of unauthorized materials will automatically result in the award of a zero grade for this examination.

A minimum grade of 40% must be obtained on this final examination in order to pass the course.
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Question 1 [16] (no penalty for wrong answers)
Choose the most appropriate answer for each item from the selections below.

1.
____ 
This is used to control the data path on CISC cpu’s.

2.
____
Bus design scheme in which proximity to arbiter determines priority.

3.
____
This circuit converts a binary number into a single “on” output line.

4.
____
Occurs when bus signals become unsynchronized.

5.
____
Refers to devices that are not controlled by a clock.

6.
____
Used in embedded devices.

7.
____
A common pipeline hazard.

8.
____
These reduce pipeline hazards.

9.
____
This component significantly improved the initial Mic-1 design.

10.
____
This may be found on or off the CPU chip.

11.
____
Retains a single bit of information.

12.
____
A synchronous bus protocol.

13.
____
Instructions for this CPU usually take 1 cycle each.

14.
____
Accessing a device by writing to a specific memory address.

15.
____
This represents the block # being held in a cache location.

16.
____
These CPU’s have parallel executing datapath components.

A. asynchronous
O. full adder

B. PCI Express
P. superscalar

C. L2 cache
Q. multiplexer

D. daisy chain
R. RAW

E. CISC
S. skew

F. pipeline leak
T. synchronous

G. tag
U. USB

H. UltraSPARC III
V. secret registers

J. IFU
W. memory-mapped I/O

K. decoder
X. Intel 8051

L. latches
Y. RISC

M. microprogramming
Z. SR latch


Question 2 [40 marks]  Multiple choice. Circle the most appropriate answer. 

[+2 correct, 0 nothing, -0.5 wrong guess; you are permitted two wrong guesses with no penalty]

1. A unique feature of the Intel 8051:

a) general purpose registers

b) L1 data cache

c) four I/O ports

d) microprogrammed instruction set 

2. The following comprise a memory port:

a) B and C bus

b) MAR and MBR registers

c) AND and OR gate

d) master and slave protocol

3. Register windows are used by the UltraSPARC to:

a) implement fast process calling by keeping parameters in registers

b) store the current register values on the stack

c) snoop on the memory bus to update memory being saved in its cache

d) synchronize the datapath execution via a global clock

4. An encoding technique in which fewer bits are used for the more frequently used instructions:

a) block encoding

b) expanding opcodes

c) Huffman encoding

d) microprogram control store

5. Boolean circuit speed is most related to:

a) the number of levels of gates in the circuit

b) the number of input lines into the circuit

c) the number of gates in the circuit

d) the clock speed

6. Boolean circuit cost is most related to:

a) the number of levels of gates in the circuit

b) the number of input lines into the circuit

c) the number of gates in the circuit

d) the clock speed

7. This signal might be found on an asynchronous bus:

a) MSYN

b) clock

c) PCI 

d) snoop

8. A cache mapping technique in which a hash function is used to find a cache location:

a) translation lookaside buffer

b) indirect addressing

c) set associative 

d) direct 

9. A difference between Mic-1 microinstructions and “typical” application-level (IJVM) machine instructions:

a) Mic-1 microinstructions use 2 operands

b) Mic-1 microinstructions permit conditional branches

c) Mic-1 microinstructions use fewer bits than any ISA machine instruction

d) Mic-1 microinstructions contain the microstore address of the next microinstruction to execute

10. Pre-fetching ISA instruction bytes is worth doing because:

a) programs are usually iterative

b) fetching can occur while other microinstructions are executing

c) caches are expensive

d) it alleviates the need to decode instructions

11. Pre-fetching ISA instruction bytes is made efficient because:

a) instruction and application data use different areas of the address space

b) instruction fetch units contain much of the specific circuitry required

c) L1 caches can buffer pre-fetched instruction streams

d) all of the above

12. The Pentium 4 instruction set exemplifies:

a) orthogonal addressing

b) RISC instructions

c) bit-addressable operands

d) none of the above

13. Burn fuses in this combinational circuit to create a specific Boolean function:

a) multiplexer

b) non-inverting buffer

c) decoder

d) PLA

14. The Pentium and Mic-1 architecture force the low 2-bits of the address bus to be 0. This is done because:

a) it forces data accesses to be aligned on word boundaries

b) it removes 2 lines from the address bus, hence making the bus more compact

c) addresses this low are never used

d) it puts the “torture” back into computer archi-torture

15. Out-of-order execution of instructions is done primarily in order to:

a) minimize parameter writing to main memory

b) ensure that caches and main memory do not become unsynchronized

c) avoid one instruction reading a register before another instruction has written to it

d) keep the pipeline as active as possible

16. The most common pipeline hazard is:

a) RAW

b) WAR

c) RAR

d) LOL

17. A key characteristic of RISC CPU’s is:

a) instructions tailored to the needs of compilers

b) simple instructions execute in one cycle

c) a reduced set of sophisticated multi-processor commands

d) no pipeline is required, given the high speed of instruction execution

18.The design of the PCI Express bus is largely inspired by:

a) the increased address space of the IBM AT

b) 64-bit floating point processors

c) wireless Bluetooth communication

d) network communication design

19. An accumulator is:

a) the result of an addition by an ALU

b) a circuit that performs binary addition

c) the means by which the correct word of a memory array is accessed

d) a general-purpose register implicit in many instructions

20. An advantage of synchronous buses over asynchronous buses is:

a) permit modular increases in performance

b) relatively independent of timing considerations

c) cheaper to build

d) do not suffer burn-out

Question 3 [15 marks]     Briefly  define and discuss the following terms:

(a)  L2 cache

(b)  locality principle

(c)  multiplexed bus lines

(d)  enable signal

(e) secret registers

Question 4 [12] 
Consider the following instruction requirements for a new CPU. Assume that the instruction length is 16 bits, and there are 16 registers that must be accomodated. 



opcode field + 3 register operands



opcode field + 2 register operands



opcode field + 1 register operand



opcode field + 0 operands

a) [6] Using the expanding opcode technique, create an encoding that accommodates the above specification, such that the maximum number of instructions for each format are realized. Indicate the maximum number of instructions encodable for each format. Show all your work! 

Question 4 (cont)

b) [2] Examples of expanding opcodes often use fields filled with 1’s. Why would this be done, instead of using any arbitrary pre-specified binary pattern?

c) [2] Opcode and register fields almost always use consecutive bits in a row. Is this strictly necessary? Explain the pro’s and con’s of using an alternative approach.

d) [2] What could be a possible use of the following instruction format:



word 1: opcode operand(s)



word 2: register mask   

where the mask has 1 bit per register in the machine? Also, in order to include this new instruction format, what would have to change in the specification given in part (a) above?

Question 5 [20] This question refers to the Mic-1 architecture (see page 16).

a) [4] Briefly define “microprogramming”.  What kind of CPU’s use it, and what kind do not?

b) [2] What is saved in the 512 x 36 bit control store?

c) [2] What is the MIR?  Why is it 36 bits, and not 32 bits like the IJVM machine language instructions?

d) [2] Why is the B field put into a decoder before reaching the registers (white arrows)? And what do the white arrows do?

e) [2] Why is the C field not put into a decoder like the B field? What is the function of its control signals (black arrows)? 

f) [2] How are opcodes decoded with this architecture?

g) [4] What special considerations are necessary when setting up the control store?

h) [2] What hardware modification(s) were done to create the faster pipelined Mic-3 architecture? Why did the pipeline mechanism require this modification?

Question 6 [14]  

Consider the Mic-1 code for the IJVM instruction isub (pop the 2 top words from the stack, and push their difference onto the stack):

Main1
PC=PC+1; fetch; goto (MBR)

isub1
MAR=SP=SP-1; rd

isub2
H=TOS

isub3
MDR=TOS=MDR-H; wr; goto Main1
a) [2] What language are these instructions written in? 

b) [4] Explain in detail what is happening in each of the 4 lines.

d) [2] An embellishment to the Mic-1 architecture was the incorporation of an IFU. What is an IFU? Show how the above code is changed when an IFU is available, and explain why the change occurs.

e) [2] Identify 2 reasons why the following version of isub is incorrect for the Mic-1 system.

isub1b
MAR=SP=SP-1; rd

isub2b
MDR=TOS=MDR-TOS; wr; goto Main1

f) [4] Write a microprogram that implements a new command called “dbl”, which doubles the value of the top of the stack.

Question 7 [15]     Consider the cache as discussed in class:
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a) [2] Label the fields (columns, rows) of the cache.

b) [9] Consider the following memory addresses and data values (addresses in hex):

A110: a

A114: e
F3F0: w

A111: b

A115: f
F3F1: x

A112: c

A116: g
F3F2: y

A113: d

A117: h
F3F3: z

Simulate the cache using the following accesses in the order given. Clearly show the transcribed binary address for each, and whether a hit or a miss occurs. The final state of the above cache should be what happens after the final address is read.

read   A111, A115, A110, F3F2, F3F0, A110


Question 7 (cont)

c) [2] What is the cache efficiency in b)? Show your work.

d) [2] If cache accesses take 10ns, and memory reads take 60ns, what is the mean access time in the simulation? Show your work.

Question 8 [12] 

Compare RISC and CISC chip designs. Identify 3 distinguishing features between CISC and RISC computers, such as the UltraSPARC III and Pentium 4. Give a few examples of RISC ideas that are borrowed in contemporary CISC designs, such as the Pentium 4. Can you think of a RISC implementation idea that has not been implemented in a CISC chip? Why hasn’t it?
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*** The End ***

� EMBED Word.Picture.8  ���









[image: image3.wmf] 

_1235894215.doc

